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8.1.2 

Above the network layer: end-to-end vs hop-by-hop 
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● Characteristics of the layers 
below the Transport Layer 
● Available on hosts and on routers 
● Operate in a hop-to-hop fashion 
 

● Transport Layer Characteristics 
● Available only on hosts 
● Operate in a end-to-end fashion 
●  Like a (virtual) pipe 

● Operates over the network layer 
●  Encapsulation 
● Dedicated header 

● Advanced interaction with the  
network layer 
●  e.g. ECN 

Frame 
header 

Network 
header 

Transport 
header payload 

Link Layer Frame payload 

Network Layer Packet payload 



8.1.3 

Above the network layer: where are we at? 

● What’s great: we have path from source to destination! 
● The network layer links source to destination (w. intermediate devices), but…   
● The network layer just provides best-effort service 

● What’s not so great: we are back to problems from the link layer! 
● Guaranteeing sent packet actually arrive? And in the order they were sent? 
● Matching sender and receiver rate? 
● Network-wide multiple access control? 

● The transport layer provides some services on top of the network layer  
● End-to-end reliability control 
● End-to-end flow control 
● Congestion control 
● Multiplexing/demultiplexing  
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CONTENT of this CHAPTER 

v Goals & Requirements of the Transport Layer 
v Elements for the Transport Layer 
v Standard Transport Layer Protocols 

v UDP 
v TCP 
v MPTCP 
v SCTP 
v DCCC 



8.1.5 

End-to-End Reliability 

● Delivery reliability: guarantee that packets sent are indeed delivered. 
● why would packets not be delivered?  
● e.g. because of incoming buffer overflow, router crash, a path does not exist... 

● Order reliability: guarantee that packets arrive in the order they were sent 
● why would packets arrive in a different order? 
● e.g. because each packet is processed independently, may take different path… 

Router 

Source Destination buffer 

Source 
Destination 

if buffer overflows è packet are dropped 



8.1.6 

End-to-End Flow Control 

●  Flow control: techniques to match the source sending rate with the 
destination receiving rate 

● Analogy: water faucet pouring in a bucket with pipe to destination 
● (Water = data, faucet = source, pipe = path, bucket = buffer) 
● Flow control adjusts the faucet so that the bucket neither overflows 

nor empties 

Source 

Destination 

bucket 

pipe 

faucet 



8.1.7 

Congestion Control 

● Congestion control: techniques to regulate sources’ sending rate to 
prevent network overload 

● Analogy: multiple water faucets pouring in a bucket  
● Congestion control adjusts the faucets so the bucket does not overflow 

out of control 

Source 2  Source 1  

Destination 

Source 3  

Constraint: sources/faucets don’t 
communicate with one-another !! 
 



8.1.8 

Multiplexing/demultiplexing 

● Multiple applications share the same interface to the network layer 
● Multiplexing/demultiplexing technique enable this sharing 

NIC 

  

Internet 



8.1.9 

Transport Layer Requirements 

● Must deal with application heterogeneity: 
● Some applications require end-to-end reliablility, congestion control etc. 
● Other applications do not 
● Some applications have tight real-time requirements 
● Other appplications do not 
● … 

 
● Must have characteristics: 
● Efficiency: require only low overhead 
● Fairness: users should be handed equal slices of the ‘‘throughput pie’’ 
●  At least no user should ‘‘starve’’ 

● Stability: converge quickly to a satisfactory equilibrium 

● Must build upon the basic service provided by the network layer: 
● Only use indication (maybe implicit) that a packet reached destination, or not 
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Multiplexing/Demultiplexing 

Applications 

send(IP address, port, data) 
 

receive(port) 
 

  

  Network layer provides end-to-end path from source IP to destination IP 

Internet 

 Multiple applications use the same network interface 
Æ  Need concept to multiplex/demultiplex between applications and network layer 
 

  The transport layer multiplexes based on port numbers 

IP Addresses 

Port Number 



8.1.12 

Multiplexing/Demultiplexing 

 
●  Interface between application layer and transport layer: socket API 
● send(IP address, port, data) 
● receive(port) 

● Port numbers are coded on 16 bits (from 0 to 65535) 

● Port numbers from 0 to 1023 are reserved for well-known services, e.g. 
● HTTP è port 80 
● FTP è port 21 
● … 

● Ports in the range 1024-49151 are Registered (a.k.a. “user”)  
● Ports in the range 49152-65535 are Dynamic/Private 
● See for more information: http://www.iana.org/assignments/port-numbers  



8.1.13 

Transport Layer Service Primitives 

● Transport layer provides 
● Unreliable datagram service (connectionless) 
● Reliable connection-oriented service  
●  Three phases: establishment, communication, termination 

● The primitives for a simple connection-oriented transport service 

Primitive Packet sent Meaning 

LISTEN (none) Block until some process tries to connect 

CONNECT CONNECTION REQ. Activeley attempt to establish a connection 

SEND DATA Send information 

RECEIVE (none) Block until a DATA packet arrives 

DISCONNECT DISCONNECTION REQ. This side wants to release the connection 



8.1.14 

Connection-oriented service: Connection Establishment 

● End-to-end connection setup: 3-way handshake  
● 3-way handshake can verify the communication in both directions  
● 2-way handshake does not verify the communication back from dest to source 

Host 1 Host 2 

CR 

CR-ACK 

CR-ACK-ACK 

Intiate connection 

Connection 
established 
on host 1 Connection 

established 
on host 2 

CR = connection request 



8.1.15 

Connection-oriented service: Connection Establishment 

● Example scenarios for establishing a connection using a three-way 
handshake. CR denotes CONNECTION REQUEST 

a)  Normal operation  
b)  Delayed CONNECTION REQUEST appearing out of nowhere 
c)  Duplicate/duplicate CONNECTION REQUEST and delayed/duplicate data 

Host 1 
does not 
know x, 
thus 
rejects. 



8.1.16 

Connection-oriented service: Connection Termination 

● Terminating a connection 
● Asymmetric release 
●  e.g. telephone system 
●  either one peer can terminate the 

connection 
●  Problem: danger of data loss 

● Symmetric release 
● Model of two independent unicast 

connections 
●  Both peers have to terminate the 

connection explicitly 
● Data can be received by in the non-

terminated direction 

● Problem: Data loss can happen 
on both cases 
● Question: Is there an optimal 

solution? 

Abrupt disconnection with 
loss of data. 

DR denotes Disconnect Request 
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Connection-oriented service: Connection Termination 

Four scenarios for releasing a connection   
(a)  Normal case of a three-way handshake 
(b)  final ACK lost 

Disconnect 
Request (DR) 
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Connection-oriented service: Connection Termination 

●  Four scenarios for releasing a connection 
c)  Response lost 
d)  Response lost and subsequent DRs lost 



8.1.19 

Transport Protocol: Crash Recovery 

●  If hosts and routers are subject to 
crashes, recovery becomes an issue 
● Scenario 
● A client sends a large file to a server 
● Each chunk of the transmitted file is 

acked by the server 
● After a crash server does not know the 

status 
● Possible client states 
● S0: No outstanding ack 
● S1: One outstanding ack 
● Client strategies 
● Always retransmit last packet 
● Never retransmit last packet 
● Retransmit last packet in S0 
● Retransmit last packet in S1 

Client Server 

DATA #1/N 

Crash 

ACK #1 
DATA #2/N 

DATA #3/N 



8.1.20 

Transport Protocol: Crash Recovery 

● Processing strategies of server 
● Strategy 1: First send ack, then write to application 
● Strategy 2: First write to application, then send ack 

● Different combinations of client and server strategy 
● Server events are {A=Ack, W=Write, C=Crash} 

Crash can occur 
between the two 
different operations! 

S0: No outstanding ack 
S1: One outstanding ack 

OK: Protocol functions correctly 
DUP: Protocol duplicates message 
LOST: Protocol loses a message 
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Fundamental Transport Layer Protocols: TCP and UDP 

● The application layer uses transport protocols as communication services 

● There are two fundamental transport layer protocols: 
● TCP: a connection-oriented protocol 
● UDP: a connectionless protocol 



8.1.23 

TCP (Transmission Control Protocol): Reliable, connection-oriented 
MPTCP (Multi-Path Transmission Control Protocol): Reliable, connection-oriented 
SCTP (Stream Control Transmission Protocol): Reliable, connection-oriented 
DCCP (Datagram Congestion Control Protocol): Unreliable, connection-oriented  
UDP (User Datagram Protocol): Unreliable, connectionless 

Connection-oriented Connectionless 

Application 
Layer 

Transport 
Layer 

Internet 
Layer 

Host-to-Network 
Layer 

Wireless LAN Ethernet PPP … 

FTP Telnet SMTP DNS SNMP TFTP HTTP 

UDP TCP 

ICMP IP RARP ARP IGMP 

Other Transport Protocols 

SCTP DCCP MPTCP 



8.1.24 

CONTENT of this CHAPTER 

v Fundamental Goals of the Transport Layer 
v Concepts for the Transport Layer 
v Standard Transport Layer Protocols 

v UDP 
v TCP 
v MPTCP 
v SCTP 
v DCCC 



8.1.25 

The User Datagram Protocol (UDP) 

● Specified in RFC 768 (published in 1980) 

● Principle:  KISS (Keep it simple stupid) 
● Small 8 byte header 
● Connectionless and unreliable (like IP) 
● Little reliability, but fast exchange of information 
● No acknowledgement between communication peers 
●  Incorrect packets are simply discarded 

●  Basic checksum enables detection of packet corruption 
● Duplication, sequence order permutation, and packet loss are possible 

● Applications can provide ACKs and retransmissions themselves if needed 
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UDP Header Format 

● Source Port, Destination Port: Addressing of the applications by port 
numbers 
● Length: The total length of the datagram (header + data) in 32-bit words 
● Checksum (optional): IP does not have a checksum for the data part, 

therefore it can be a meaningful addition here 
● The same procedure as in TCP 

● Data: The payload, it is filled up if necessary to an even byte number, 
since message length counts in 32-bit words 

1 2 3 
0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 

Source Port Destination Port 
Length Checksum 

 
Data 
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Why UDP? 

● Multiplexing: (port, network address) tuple uniquely identifies end-points 

(IP Address1, Port1, IP Address2, Port2) 
 

● Control: application has finer-grain control useful for real-time 
communication VoIP, Video games (at the price of less service/guarantee) 
● e.g. when the app sends data, UDP sends it immediately, no buffering etc. such as 

TCP can do. Same thing on the receiving side. 

● Speed: no delay due to connection establishment  
● Statelessness: no connection state 
●  Less overhead: small packet header  
● Multicasting: UDP is used for multicast (not possible with TCP) 
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Well known 
UDP ports 

53  67/68  69  161/162  520 

DNS DHCP 

File Transfer 

TFTP SNMP RIP 

Name service 
Network Management 

Automatic Address Assignment 
Routing Information 

Examples of UDP-based Applications 

●  remote file server (NFS) uses UDP for performance 
● usually server and client are actually on the same physical network 

●  streaming (proprietary protocols) generally uses UDP  
● But more and more use TCP, e.g. YouTube started using TCP recently 

● VoIP (proprietary protocols) generally uses UDP e.g. Skype 


