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Abstract
Computer vision aims to reconstruct high-level information from raw image data e.g. the pose of an object. Deep Convolutional Neuronal Networks (DCNN) are showing remarkable performance on many computer
vision tasks. As they are typically trained in a supervised setting and have
a large parameter space, they require large sets of labeled data. The costs of
annotating data manually can render DCNNs infeasible. I present a novel
framework called RenderGAN that can generate large amounts of realistic
labeled images by combining a 3D model and the Generative Adversarial Network (GAN) framework. In my approach, the distribution of image
deformations (e.g. lighting, background, and detail) is learned from unlabeled image data to make the generated images look realistic. I evaluate
the RenderGAN framework in the context of the BeesBook project, where
it is used to generate labeled data of honeybee tags. A DCNN trained on
this generated dataset shows remarkable performance on real data.
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Introduction

When an image is taken from a real world scene, many factors determine the
final appearance: background, lighting, object class and shape, position and orientation of the object, the noise of the camera sensor, and much more. Computer
vision aims to reconstruct high-level information (e.g. class, shape, or position)
from raw image data. The reconstruction should be invariant to deformatione
e.g. noise, background and lighting changes.
In recent years, deep convolutional neural networks (DCNNs) advanced to the
state of the art in many computer vision tasks (Krizhevsky et al., 2012). Typically,
DCNNs are trained in a supervised setting. The parameters of the network are
adjusted iteratively based on the discrepancy of network output and target labels
such as the object class or shape (Rumelhart et al., 1986).
The performance of any supervised learning algorithm depends in large parts
on the amount of labeled data available. Although it is advantageous to collect
as many labels as possible, the labeling process is often expensive – especially
for complex annotations with multiple degrees of freedom e.g. human joints,
viewpoint estimation.

Figure 1: Images generated with the RenderGAN and the corresponding images from
the 3D model.

One approach to collect labeled data at low costs is to generate them. Often a
basic model of the data exists, for example, a 3D model of a human with the basic
joint configuration. Su et al., 2015b used a computer graphics pipeline to generate
a large amount of labeled data. Even though computer graphics can achieve
stunning visual results, it is hard to select the right parameters to match the
statistics of the real data. For example, to reproduce the same lighting conditions
as in real data, the distribution of position and intensity of the light sources must
be reconstructed. This can become complex if, for example, the intensity of the
light depends on the object type.
The recently introduced Generative Adversarial Network (GAN) framework (Good1

fellow et al., 2014) is capable of generating very realistic images. A generator network learns to model the data through an adversarial game. Denton et al., 2015
synthesized samples with the GAN framework reproducing the CIFAR dataset
(Krizhevsky, 2009) that were hard for humans to distinguish from real images.
In my novel RenderGAN framework, I combine a 3D model and a GAN. The
RenderGAN framework renders a 3D model realisticly by learning the missing
deformations (e.g. blurriness, lighting, background, and details) from unlabeled
data. I construct the deformations such that the high-level information of the
3D model cannot change. Therefore, I can generate images where the labels are
known from the 3D model and that look strikingly real due to the GAN framework.
The RenderGAN framework was developed as a solution to a real-world problem in the BeesBook project (Wario et al., 2015). Hence, my experiments are
conducted on data from the BeesBook project. The goal of the BeesBook project
is to analyze the social behavior of honeybees. This analysis is performed by
tracking all bees individually over multiple weeks. A binary tag is attached to
the bees for identification (see Fig. 2). An existing computer vision pipeline did
not show the performance needed to track the bees reliably. Hence, I wanted to
improve the decoding of the binary tags.
The annotation of a tag in an image is time-consuming, as it requires one to set
12-bits, two coordinates, and three angles. I automated this task with the RenderGAN framework by generating realistic labeled data. Our only supervision
is a basic 3D model (see the lower row of Fig. 1). I train a DCNN on the generated labeled data to decode the bee tag. This neural network performs well when
tested on real images of bee tags.
To my best knowledge, I do not know of any other work that was able to generate data of sufficient quality to train a DCNN from scratch on it and which still
performed well on real data.
In the next section 2, I provide an overview of the related work and shortly review
of the GAN framework. In section 3, I introduce image deformation functions
and derive the RenderGAN framework. Section 4 covers the application of the
RenderGAN in the BeesBook project. I then describe the performance of a DCNN
trained solely on generated images and tested on real data in section 5. I discuss
advantages and limitations of the RenderGAN framework in section 6 and give
an outlook for future work.
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(a) Tag structure

(b) Tagged bees in the hive

Figure 2: (a) The tag represents a unique binary code (cell 0 to 11) and encodes the
orientation with the semicircles 12 and 13. The red arrow ↑ visualizes the orientation.
It points to the head of the bee. The bit configuration is read starting at cell 0. Here,
100110100010 is shown. (b) Cutout from a high-resolution image
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Related Work

The related work stems from two directions: Generative adversarial networks
and using synthetic images in computer vision.
Synthetic images: Stark et al., 2010 used 3D CAD models to build a multiview object class detector. Dosovitskiy et al., 2014 showed that a DCNN can
emulate 3D models of chairs to near perfection. Recently, Su et al., 2015a trained
a DCNN to recognize the shapes of 3D CAD data by rendering the 3D model from
multiple viewpoints. Su et al., 2015b utilized synthetic images to achieve state
of the art results on the viewpoint estimation task on the PASCAL 3D+ dataset
(Xiang et al., 2014). The PASCAL 3D+ dataset contains around 36000 images of
12 categories (e.g. airplanes or cars) annotated with the viewpoint and 3D model
of the object. Although Su et al., 2015b claim their generated data is resistant
to overfitting, they do not train a DCNN from scratch on it. Their DCNN is
initialized with weights from Malik et al., 2014, which in turn is trained on data
from the ImageNet database (Deng et al., 2009). They adapt the network to the
viewpoint estimation task by training the last layers with generated data, while
a small real dataset is used to fine-tuning all layers.
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Figure 3: Topology of a Generative Adversarial Network (GAN). The discriminator network is trained to distinguish between generated and real data. The generator network
produces fake images from a random source and is optimized to maximize the chance of
the discriminator to make a mistake.

Generative Adversarial Networks: In the GAN framework (Goodfellow et al.,
2014), a generative model is obtained through optimizing a minimax game. The
generative model G is pitted against a discriminator model D. D(x) is optimized
to predict the probability of x being from the real data or generated by G. G, in
turn, is trained to maximize the chance of the discriminator to make a mistake.
Goodfellow et al., 2014 showed that for arbitrary functions G and D a unique solution to this minimax game exists where G learns to model the data distribution
and D cannot separate between generated and real data.
Usually, neural networks are used for G and D. G receives a random vector z as
input and generates sample to "fool" the discriminator. If for example, a GAN is
trained on images of human faces, then at the beginning of the training G will
just produce noisy images unrelated to faces. D now learns to spot the generated
images. G, in turn, improves as it learns that the images containing colors similar
to faces are scored more realistic. This forces again D to adapt. The competition
drives both G and D to improve. G learns to model more sophisticated features,
while D tries to pick up new features to distinguish between generated and real
data.
The formal objective of the minimax game is:
min max Ex∼PData [log D(x)] + Ez∼noise [log(1 − D(G(z)))]
G

D

(1)

The first part of the objective represents the performance of the D on the real
data. It is maximal if D can perfectly spot real images. The second part reflects
how well the discriminator can detect generated data. The generator is trained
to minimize the second expectation by producing images that D scores as real.
A simple extension of the GAN framework ist the so-call conditional GAN (cGAN).
Both generator and discriminator are conditioned on a variable, e.g. with the object class of an image. If G generates data not matching the conditional variable,
D will use this as a feature to distinguish it from the real data which matches the
4

conditional variable. Even though the training process requires annotations to
the data, once the training converges one can sample data given a label.
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Figure 4: The generator G cannot directly produce fake images. Instead, G has to use
a 3D model M to generate a simple image, which is then modified by G through the
deformation functions φ to match the real data.

For this analysis, I consider a regression task: find an approximation to a given
function fˆ : Rn 7→ L, that maps from data space Rn to label space L. I consider fˆ
to be the best available function on this particular task. Analog to ground truth
data, I will call fˆ ground truth function. In most cases fˆ is simply a human expert.
Using fˆ is expensive. Therefore only a small amount of labeled data exists.
Suppose I have a simple 3D model that maps high-level information to an image.
It is important that the 3D model captures the coarse structure of the object,
but its generated image might lack many factors that are contained in the real
images. For example, the 3D model might lack lighting, background, and details.
The goal is to add the missing factors while preserving the labels.
I start by modeling an image deformation as a function φ(x, d) on an image x
and a deformation d (d can be a tensor of any rank). The image deformation
must preserve the labels of the image x. Therefore it must hold for all images x
and all deformation vectors d:
fˆ (φ(x, d)) = fˆ(x)

(2)

A second requirement is that the deformation function must be differentiable
w.r.t. d as the gradient will be back-propagated through φ to the generator.
Image deformations like lighting, surrounding, and noise do not change the labels and fit this definition. I will provide appropriate definitions of φ for the
mentioned deformations in the following chapter.
5

If appropriate φ functions are found that can model the missing image deformations and are differentiable, the GAN framework can be used to find parameters
to the image deformations to make the resulting image realistic. The generator
G provides k different outputs for all k deformations.
g(z) = φ0 (φ1 (. . . φk (M(Gl (z)), Gk (z)) . . . , G1 (z)), G0 (z))

(3)

A visual interpretation of this formula is shown in Figure 4. g(z) corresponds
to the generator in the conventional GAN framework. The discriminator loss
is backpropagated through the 3D model M and the functions φ to adapt G.
Therefore, also M must be differentiable. A 3D software model can be made differentiable by training a DCNN to emulate it. As the label distribution can be
complex, the generator also learns to model it. Alternatively, if the label distribution is known, one could sample the labels randomly.
Please note, that the theoretical guarantees of the conventional GAN training still
hold. If the training converges, the generator has learned to replicate the data
distribution, while the discriminator can no longer separate between real and
generated data. However, in a real application, the φ functions might restrict the
generator from perfectly replicating the data distribution.
Once the training converges, I can collect generated realistic data with g(z) and
high-level information with Gl (z). As the deformation functions are built such
that the labels do not change, the ground truth function fˆ will recover fˆ(g(z)) =
Gl (z). The goal was to approximate the ground truth function fˆ. This can now
be done by training a supervised learning algorithm on generated data g (z) and
the high-level information Gl (z).

4

Application in the BeesBook project

In the BeesBook project, we aim to understand the complex social behavior of
honey bees. For the analysis, we rely on the trajectories of honeybees. A binary
tag is attached to the torso of the bees. As the orientation, position, and tag id are
needed to build the trajectories, I want to train a neural network to extract them
from raw image data. The goal is to synthesize images where the id, position,
and rotation of the tags are known. And which are realistic enough to train a
neural network from scratch on them.
The 3D model takes the position, orientation, and id of a tag as input and synthesizes images that represent the given tag parameters. However, the generated
images lack many important factors: lighting, blurriness, background, and de6
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Figure 5: Deformation functions of the RenderGAN in the BeesBook project. The inputs
to the deformation functions are shown on the arrows from G to the deformation functions φ. On top, the output of each stage is shown. The output of φdetail is forwarded
to the discriminator as the final generated image.

tails (see the lower row in Fig. 1). The background pixels are specially marked
by the 3D model. This will be later useful to add the background at the right
location. Furthermore, it produces a depth map of the object which showed to
be beneficial to generate more realistic images.
As the distribution of the position and orientation of the tag are unknown, the
generator also learns to predict them. Whereas the bits of the id are chosen at
random. The discriminator loss must be backpropagated through the 3D model
to the generator. Therefore, I train a neural network to emulate the 3D model.
This network is called 3D network. Its output is undifferentiable from the images
of the 3D model. The weights of the 3D network are fixed during the RenderGAN
training.
I construct the generator so that it can fill in the missing factors. I apply different deformation functions that account for lighting, blurriness, background and
details. The output images of all deformation stages are always in the range -1
to 1. This is done with the later introduced in bounds layer.
Blurriness: The 3D model produces hard edges, but the images of the real tags
show a wide range of blurriness. The generator produces a scalar ω ∈ [0, 1] per
image that controls the amount of blurriness. The implementation of the blur
function is inspired by Laplacian pyramids (Burt and Adelson, 1983).

b(x) = x ∗ kσ
φblur (x, ω) = (1 − ω) (x − b (x)) + b(x)
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Figure 6: Discriminator scores for generated and real images.

kσ denotes a Gaussian kernel, with scale σ . The blurred image b(x) is obtained by
convolving the image with the Gaussian kernel kσ . I used σ = 3, which provides
enough blurriness and still preserves the labels. As required for deformation
functions, the function is differentiable w.r.t to the input ω and the labels are not
changed.
black

white

input:
-1

0

1

-1
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clip:
Figure 7: Operations of the Lighting deformation. The colored intervals show possible
values of black or white pixels. First, the binary input of either -1 or 1 is scaled. By
restricting the amount of the scaling, it is ensured that the bits do not flip. In the next
operation, the pixel intensities are shifted to model all possible lighting conditions. A
shift of 0.5 is visualized in this graphic. The final clip operation ensures that the output
is in the range -1 to 1 and is implemented with the in bounds layer.

Lighting of the tag: The images of the 3D model are either black or white.
In real images, tags exhibit all different shades of gray. I model the lighting by a
smooth scaling and shifting of the pixel intensities. The generator provides three
outputs for the lighting: scaling of black parts sb , scaling of white parts sw and
a shift t. All outputs have the same dimensions as the image x. An important
invariant is that the black bits of the tag must stay darker than the white bits.
Otherwise, a bit could flip, and the label would change. By restricting the scaling
sw and sb to be between 0.10 and 1, I ensure that this invariant holds. The lighting
8

should cause smooth changes in the image. Hence, Gaussian blur b(x) is applied
to sb , sw , and t.



1
w(x) = 

0

if x > 0
if x ≤ 0

φlighting (x, sw , sb , t) = x · w(x) · b(sw ) + x · (1 − w(x)) · b(sb ) + b(t)

(6)
(7)

The mask w(x) is zero for the black part and one for white parts in the image. The
pixel intensities of the output from the blurriness stage are distributed around -1
and 1. Therefore, we can use simple thresholding to differentiate between black
and white parts. The operations of φlighting are visualized in Figure 7.
Background deformation: The background deformation can change the background pixels arbitrarily.
φbg (x, d) = x · (1 − BG(x)) + d · BG(x)

(8)

Here BG denotes a segmentation mask which is one for pixels belonging to the
background and zero elsewhere. The 3D model marks the background pixel with
a special value for this segmentation. As φbg can only change background pixels,
the actual labels remain unchanged.
Details: In this stage, the generator can add small details to the whole image
including the tag. To ensure that the details are small enough not to flip a bit, the
output of the generator d is passed through a high-pass filter. Furthermore, d is
restricted to be in [−1, 1] so that the generator cannot avoid the highpass filter
by producing huge values.
φdetail (x, d) = x + α · highpass(d)

(9)

I select α = 0.75 to reduce the amount of possible changes to x. As the spotlights
on a tag are only a little smaller than the bits, I use a filter with a large slope
after the cutoff frequency. The high-pass is implemented by taking the difference
between the image and the blurred image (σ = 3.5). To improve its slope, I repeat
the high-pass filter seven times.
The image deformations are applied in the order as listed above: φdetail ◦φbackground ◦
φlighting ◦φblur . They enable the generator to add the missing factors and ensure
that the labels are not changed.
Architecture of the generator: The generator network has to produce outputs
for each deformation function. Its architecture is quite complex and I only outline
9

the most important parts. My code is available online with all the details of the
networks 1 .
The generator starts with a small network consisting of dense layers, that predicts the parameters for the 3D model (position, orientations). As mentioned
before, the id is sampled uniformly at random.
A combination of a dense and reshape layer – Radford et al., 2015 call this projection layer – is used to start a chain of convolutional and upsampling layers. In
the generator network, a common build block is a 3x3 convolutional layer, batch
normalization (Ioffe and Szegedy, 2015), ReLU activation (Nair and Hinton, 2010)
and upsampling.
I found it advantageous to merge a depth map of the 3D model into the generator
as especially the lighting depends on the orientation of the tag in space. An extra
network is branched off to predict the input for the lighting deformation. The
input to the blur deformation is predicted by reducing an intermediate representation with a convolutional layer with a single output feature map and a dense
layer to a single scalar.
For the background generation, the output of the lighting network is merged
back into the main generator network. The generator network can utilize the
image produced by the 3D network to learn the input to the detail deformation.
a

b
Loss
Activation

Loss / Output

1.5
1.0
0.5
0.0
−0.5
−1.0
−3

−2

−1

0

1

2

3

Input

Figure 8: Loss and activation of the inbounds layer. Here the output is restricted to
a = −1 and b = 1. The loss is zero in the interval [a, b] and increases with the distance
to the bounds.

In bounds layer: At multiple times in the generator, I have to restrict the output to a fixed range, usually [−1; 1]. One approach would be to use a function
like tanh or sigmoid, which squashes all number to a fixed interval. The main
problem with those functions is the vanishing gradient if the output comes near
1 https://github.com/berleon/deepdecoder
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the bounds of the interval.
I am using a combination of clipping and activity regularization to keep the output in a given interval [a, b]. I call this combination in bounds layer as it keeps the
output in bounds. If the input x is out of bounds, it is clipped to be in bounds and
a regularization loss l depending on the distance between x and the appropriate
bound is added (see Fig. 8).


w||x − a||1




l(x) = 
0



w||x − b||
1

if x < a
if a ≤ x ≤ b (10)
if x > b

f (x) = min(max(a, x), b)

(11)

With the scalar w, the weight of the loss can be adapted. If the in bounds layers
in the generator are replaced with tanh activations, the GAN training does not
converge.
fake
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(a) Histogram of the discriminator (b) Losses of the generator (G) and disscores on fake and real samples.
criminator (D).

Discriminator: The discriminator architecture is adapted from Radford et al.,
2015. Similar to them I use LeakyReLU (Maas et al., 2013) as activation and batch
normalization (Ioffe and Szegedy, 2015). However, I use two convolutional layers
after each subsampling operation instead of one and add a dense layer with 512
outputs before the final dense output layer.
Training: The generator and discriminator are trained as in the normal GAN
setting. The GAN is trained on 3.8 million unlabeled images of tags from the
experiment in the year 2015. The real images are not preprocessed. Many of
my hyperparameters are inspired by the DCGAN paper. Adam (Kingma and Ba,
2014) is used as an optimizer, with a starting learning rate of 0.0002 and reduced
in epoch 150, 200, and 250 by a factor of 0.25.
The training was more stable compared to the training of a normal GAN. As the
11

coarse structure of the tags is already learned by the 3D network, the generator
cannot collapse to one sample as sometimes seen in GAN training.
In few samples, the generator destroys the image by adding many high frequencies. I did not do any deeper investigations why this occurs. As those bad samples are scored unrealistic by the discriminator without exception, they can be
removed for the training of the supervised algorithm.
The generator does not converge to the point where D cannot differentiate between real and fake (see Fig. 9a). This is due to some samples (mostly very blurry)
that cannot be created by G with the given deformation functions. Another obstacle might be that the ids are uniformly sampled, but not uniformly distributed
in the training set. Some bees have died early or lost their tag. If the discriminator learns this feature, the generator can augment the 3D model perfectly, but the
discriminator will still spot them. However, I did not evaluate if this hypothesis
is indeed true.
In the end, I am not interested in the relative relationship of the GAN losses to
each other, but if the generated samples are realistic enough to train a neural
network on them. The training set is build from the generated images and the
corresponding labels at the input to the 3D network. In the next section, I show
the results of a DCNN solely trained on this generated training set.

5

Results

I describe the DCNN trained with the synthetic data to decode bee tags, the origin
of the test set and compare the DCNN to the previously used computer vision
pipeline. The comparison includes the accuracy, confidence, and speed.
The architecture of the decoder network (see Fig. 10) is based on the ResNet
architecture recently introduced by He et al., 2015. By using skip connections,
deeper neural networks can be trained with the ResNet architecture. The network is trained with standard stochastic gradient descent with momentum.
For training, I am using a synthetic training set generated with the RenderGAN
framework. The test set is extracted from ground truth data that was originally
collected to evaluate bee trajectories. This data contains the path and id of each
bee over multiple consecutive frames. In total, I collect 50k real images of tags
labeled with the tag id.
Unfortunately, the position of the tags varies more in the test data then in the
training data for the GAN, due to human errors and bad generated proposals.
The test set also stems from experiments in years 2014 and 2015. Whereas, the
12
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Figure 10: Architecture of the decoder network. The brackets denote ResNet building
blocks. The id and params layer receive both the output from layer conv5_3 as input.
The output of the params layer represents the orientation, position, and radius. As in
the original ResNet architecture, downsampling is performed by conv3_1,conv4_1, and
conv5_1 with a stride of 2.

RenderGAN was only trained on data from 2015. Furthermore, the data from
2014 is more blurry and has less contrast. I employ aggressive data augmentation
(e.g. shearing, small rotation, and additional noise) and preprocess the images
with a histogram equalization so that the decoder network can generalize to the
different data from the year 2014.
Before the RenderGAN framework, a computer vision pipeline based on manual
feature extraction was used to decode the tags. The computer vision pipeline
consists of multiple stages: preprocessor, localizer, ellipse fitter, grid fitter and
decoder. The preprocessor applies image transformations like CLAHE to the
input. In the localizer stage, honey bees are found with an edge detector and
morphological operations. A neuronal network sorts out false detections of the
localizer. A modified Hough transformation finds ellipses in the edge images.
The grid fitter uses gradient descent to match a 3D model of the tag onto the
image. The decoder stage finally reads the bit values from the tag.
One metric to evaluate how well the ids of the tags are decoded is the mean
Hamming distance (MHD) which is the expectation of the number of wrong bits
per detection. The decoder network is more accurate with a mean Hamming distance of 0.17 compared to 1.08 of the computer vision pipeline. In the evaluation
of the computer vision pipeline, occluded bits are not counted, whereas they are
not marked in the test set for the decoder network.
The decoder network provides continuous outputs, which can be interpreted as
13
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Figure 11: Training loss (train) and validation loss (val) of the decoder network.
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Figure 12: (a) Histogram of the confidences and the accuracy per confidence bucket.
(b) Accuracy if detections with low confidence are omitted. An accuracy of 99.42% can
be achieved if 38.02% of the detections with low confidence are omitted.

the confidence. I use the distance from 0.5 as a confidence measurement. Let
b be the output of a bit. The confidence c is given by c(b) = 2 · |b − 0.5|. For a
detection with 12-bits, the confidence can be defined as the minimum confidence
of the bits: c(b1 , . . . , b12 ) = min (c(b1 ), . . . , c(b12 )). In Figure 12a, it is shown how
the accuracy increases with the confidence. I measure the accuracy as the expectation of all bits being right. The accuracy can be boosted by omitting low
confidence detections (see Fig. 12b). An accuracy of over 99% can be achieved, if
around 20% of all detections with low confidence detections are ignored.
The computer vision pipeline provides confidence scores for each detection, but
as there exists no statistics on their reliability, they are of limited usage.
Furthermore, the decoder network has a speed-up by a factor over 100 compared
to the computer vision pipeline. A big difference is that computing intensive
operations of the neural network are run in parallel on a GPU. For a fair comparison, I only measured the ellipse fitter, grid fitter, and decoding stages of the
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Mean Hamming Dist.
Time per Tag [ms]
Tracking: Id Accuracy
Confidence
Generalization
Language

CV pipeline
1.08
177.54
55%
limited usage
No, fine-tuned per camera
and recording settting
C++

Decoder network
0.17
1.43
96%
yes
general
Python

Figure 13: Tabular comparison of the computer vision pipeline and the decoder network.

computer vision pipeline. The computer vision pipeline is benchmarked on five
images and the decoder network on the whole test set.
The evaluation and benchmark of the computer vision pipeline could be done
more rigorous, but given the large difference in speed and accuracy, this would
hardly change the overall picture.
Another advantage of the decoder network is its generalization power. The
weights of the network work across different recording settings. In contrast, the
hyperparameters of computer vision pipeline must be fine-tuned for any changes
in the recording settings and for every camera.
First tests on the tracking of honeybees also underline the better performance
of the decoder network. Tracking done with detections of the computer vision
pipeline resulted in 55% of all ids being assigned correctly. With data from the
decoder network, this number increased to 96% (see Fig. 15 in the appendix for
an exemplary track).

6

Discussion

The proposed RenderGAN framework was shown to render a 3D model realistic
so that a DCNN could be trained with the generated data and performed well on
real data.
Complex deformations (e.g. background, lighting, and details) were learned from
unlabeled data. The GAN training procedure ensured that the generated images
match the statistics of the real data. This task is difficult to solve with a conventional computer graphics pipeline as it is difficult to model implicit connections
in the data. For example, even if the 3D model of the tag were extended to include
lighting, the distribution of intensity and position of the light source would be
15

needed to be reverse engineered by hand. This can increase quickly in complexity if for example, the intensity depends on the position. With the RenderGAN
framework, even complex dependencies are learned unsupervised from raw image data.
I trained a DCNN to decode bee tags from scratch on the generated data. The
decoder network showed a remarkable performance when tested on real data. It
outperformed the previously used computer vision pipeline by large margin in
speed and accuracy. Furthermore, the decoder network provides a richer output
as its confidence can be used to boost the accuracy by omitting detections of low
confidence. First tests indicate that the tracking of the bees improved considerably with data from the decoder network.
The remarkable performance of the decoder network underlines the high quality
of the samples generated by the RenderGAN framework.
Another benefit of the RenderGAN framework to the BeesBook project is that
if the data distribution changes fundamentally no new data has to be labeled
manually again. For example, if other insects are monitored labeled data can be
generated without manual labeling. If the tag design changes to include more
bits, only small adaptions to 3D model’s source code are necessary instead of
labeling a large number of images all over again by hand.
A disadvantage of the RenderGAN framework is that the deformation functions
used to adapt the 3D model make the training more complex. Also, they must be
carefully crafted to ensure the high-level information is preserved.
Future work might tackle this problem by restricting the generator differently or
by learning the deformation functions instead of manually constructing them.
It would be interesting to see the RenderGAN framework generating labeled data
on another task such as human pose estimation or viewpoint prediction. In this
context, one could come up with different deformation functions e.g. colorization, affine transformations, or diffeomorphism.
The data needed by the RenderGAN framework to generate labeled data are
available in large numbers. Images can be collected online endlessly, and there
exist many online repositories with 3D models. For example, the ShapeNet (Chang
et al., 2015) repository contains over 3 million 3D models. However, it might be
difficult to find deformation functions that keep the high-level information and
still work on such a wide variety of models.
One could further apply the RenderGAN framework to another field than vision.
For example for speech synthesis, a large amount of unlabeled data and text-tospeech synthesizer software are available.
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7

Appendix

7.1

Appendix A: Software architecture

7.1.1

Repositories

Through the thesis multiple repositories were created.
diktya: contains a implementation of the GAN framework, general utilities to
train neural networks, helper functions for plotting, and extensions to the keras
library. Its content is general enough to be used by other parties.
beesgrid: provides a boost python wrapper to the C++ 3D model. It is used
to generated the training data to emulate the 3D object model with a neuronal
network.
bb_binary: a binary format based on Cap’n Proto to store the detections of the
decoder network. Before a CSV format was used. The binary format reduces the
file size by a factor of 4 and can more importantly hold detections to more than
one image or video.
deepdecoder: contains the code to train the different neuronal networks and
to create the artificial training set. A Makefile is provided to automate the data
acquisition and training process.
7.1.2

Training Makefile

There are only three inputs needed to train a decoder network: a trained localizer
network, a large number of high-resolution images of the hive, and ground truth
data. The localizer network finds the position of the tagged honeybees in the
high-resolution images. And the ground truth data is needed to evaluate the
trained decoder. Still, there exist mutliple programs that must be executed:
• bb_find_tags: finding the bees position in the real images with the localizer
• bb_preprocess: preprocessing of the real images
• bb_build_tag_dataset: building the real dataset
• bb_generate_3d_tags: sampling a dataset from the 3D model
• bb_train_tag3d_network: training the 3D object network
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• bb_train_rendergan: running the RenderGAN training procedure
• bb_sample_artificial_trainset: sampling an artificial training set from
the generator
• bb_train_decoder: train the decoder on the artificial training set and evaluate the decoder on real ground truth data
Running each program requires domain knowledge. Each program has its own
parameters, requires different inputs, and might depend on other programs to be
executed before.
On the one hand, it is desirable to automate the whole process. This considerably
reduces the cost of training a decoder. On the other hand, training neural networks always comes with tweaking hyperparameters and network architecture.
So the settings of every program must be easily alterable by the user.
A good compromise between this two requirements is a Makefile. Each program
has its own build target. One can either run the targets manually and tweak some
settings. Or run ‘make train_decoder‘ to execute all targets and to produce a
ready to use decoder model. The default settings are selected to maximize the
prediction performance of the decoder.
For a detailed documentation on the Makefile and training process, please refer
to the online documentation. 2

2 https://github.com/berleon/deepdecoder
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7.2

Appendix B: Real and Generated Images

(a) Generated images

(b) Real images
Figure 14: Continuum visualization on the basis of the discriminator score: Most realistc
scored samples (top) to least realistc (bottom). (a) Samples with image artifacts are scored
unrealistic. (b) Blurry underexposed samples are scored very real as the deformation
functions restricts the generator to model them.
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7.3

Appendix C: Image of a honeybee track

Figure 15: A track of a honeybee built with detections from the decoder network.
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