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Berlin, den 17.12.2013

V

Abstract
Next-Generation Sequencing (NGS) allows to sequence and output millions of short
reads in a single run. In many NGS pipelines for each of these reads a matching
alignment in a reference genome needs to be found. This process is called read
mapping. Some of these reads can not be unambiguously aligned to one position.
Therefore some read mappers use mapping quality scores to indicate the reliability of the alignments. These scores are assigned to individual alignments and do
not directly indicate ambiguous regions in the genome. Also some read mappers,
especially read mappers which do not output subsequent matches, do not calculate
mapping quality scores directly.
In this thesis we present a novel approach to estimate mapping quality scores without
using any information about subsequent alignments. Our approach calculates the
mapping quality score of perfect sequences extracted from the genome. For every
position in the genome the average of the mapping quality scores is saved, as is the
score at the starting position of the perfect sequence. The highest score covered by
an alignment is used to calculate the mapping quality. This score is used to annotate
the result file of a read mapper.
We evaluate the results by comparing them with the results of a read mapper which
calculates mapping quality scores and directly calculated mapping quality scores.
Our results indicate that the number of errors and the base call qualities have only
a very small influence on the mapping quality score of an alignment. Because we
only find a small influence we can precalculate mapping quality scores for a given a
genome.
Additionally for a given genome we use the different read mapping results to find
simulated single nucleotide polymorphisms (SNP). In our experiment the read mapper results without mapping quality scores generate better results than those with
annotated mapping quality scores.
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Kurzfassung
Hochdurchsatz-Sequenziertechnologien (HST) ermöglicht das Sequenzieren von Million kurzer Reads in einem Durchlauf. In vielen HST experimenten muss für jedes
dieser Reads ein passendes Alignment in einem Referenz Genom gefunden werden. Diesen Schritt nennt man Read Mapping. Manche dieser Read können nicht
eindeutig einer bestimmten Position zugeordnet werden. Daher benutzen einige
der sogenannten Read Mapper Mapping-Qualitätswerte um die Zuverlässigkeit der
vorhergesagten Position abzuschätzen. Diese Werte beziehen sich auf die Position
des Reads und nicht auf die Mehrdeutigkeit der Regionen im Genom. Außerdem
berechnen die meisten Read Mapper, vor allem solche, die nur das beste Alignment
finden, diese Mapping-Qualitätswerte nicht direkt.
In dieser Arbeit beschreiben wir einen neuen Ansatz um Mapping-Qualitätswerte
unabhängig von anderen passenden Alignments zu bestimmen. Dafür berechnen
wir den Mapping-Qualitätswert für perfekte Teilsequenzen des Genoms. Wir speichern für jede Position im Genom den durchschnittlichen und den genauen Wert
dieser Mapping-Qualitätswerte. Den höchsten dieser Werte, der von einem Alignment abgedeckt wird, verwenden wir zur Vorhersage des Mapping-Qualitätswerts
des Reads. Wir erweitern das Ergebnis des Read Mappers mit disem MappingQualitätswerts.
Wir werten unseren Ansatz aus indem wir die Ergebnisse unseres Ansatzes mit
den Ergebnissen eines Read Mappers, der Mapping-Qualitätswerte berechnet, und
direkt berechneten Mapping-Qualitätswerten vergleichen. Unsere Ergebnisse legen
die Vermutung nahe, dass die Anzahl der Fehler und die Qualität der einzelnen Basen
nur einen sehr kleinen Einfluss auf den Mapping-Qualitätswert haben. Da dieser
Einfluss so klein ist, können wir erfolgreich Mapping-Qualitätswerte vorberechnen.
Wir simulieren Veränderungen einzelner Nucleotide in einem Genom. Anschließend
benutzen wir die verschiedenen erweiterten Ergebnisse um diese Veränderungen
zu finden. In unserem Experiment liefert ein Read Mapper ohne MappingQualitätswerte bessere Ergebnisse als die Read Mapper die mit MappingQualitätswerten erweitert sind.
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1. Introduction
The purpose of this chapter is to provide background knowledge necessary to understand the basic problems which are investigated in this thesis. First a introduction into Deoxyribonucleic acids (DNA) and DNA sequencing is given, followed by
a description of the Next-Generation Sequencing approaches. We introduce read
mapping and the challenges of read mapping. We motivate the goals of this thesis
with the challenges of read mapping.

1.1. DNA
DNA is a molecule containing the genetic construction plan of all known living
organisms and many viruses. The structure of DNA was described by Watson and
Crick in 1953 as a double-stranded helix. This structure consists of two strands of
bases. Each base consists of one of four different nucleotides – adenine, cytosine,
guanine, and thymine (A, C, G, and T) – and a phosphate-deoxyribose-backbone
The structure of these bases is shown in figure 1.1.
The carbons of the backbone are enumerated from 10 to 50 , with the nucleotides
attached to the 10 end of the carbons. The entirety of DNA sequences of an organism is called genome. The genome is organized in chromosomes in all diploid
organisms. To build a double helix each nucleotide can form hydrogen bonds to its
complementary base. The hydrogen bonds are formed between G and C or A and T.
We call this structure of two nucleotides a base-pair. Because each nucleotide has a
complementary nucleotide, each strands of the DNA can be reconstructed using the
complementary thread. This reconstruction is for example done in the replication
step, were DNA is replicated from the 30 to the 50 end.
The Central Dogma of Molecular Biology states that the sequence of DNA nucleotides encodes the information which is necessary to transcribe Ribonucleic acids
(RNAs). These RNAs is translated to proteins. Thus, the main known role of DNA
is the long time storage of information inside each cell. Therefore it is crucial to
know the DNA sequence of an organism to understand the behavior of the cells and
their interactions.
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Figure 1.1.: The chemical structure of DNA. The hydrogen bonds between
Adenine and Thymine or Guanince and Cytisine are marked by the dashed
lines. The double-helix structure is not visible in this figure. https://upload.
wikimedia.org/wikipedia/commons/e/e4/DNA_chemical_structure.svg

1.1.1. DNA Sequencing
Although the structure of DNA was described in the year 1953 [37] it took until 1977
as Sanger et al. were able to extract a complete genome out of the bacteriophage
φX174. To extract the complete genome they sequenced around 5, 000 base-pairs
with the Plus and Minus method [31].
Sanger Sequencing method. A further development of the Plus and Minus
method is the Sanger Sequencing method. The Sanger Sequencing method, also
known as the Didesoxy sequencing method, is a sequencing method for DNA. The
Sanger Sequencing method uses capillary-based semi-automated sequencers to extract short parts, called reads, out of the genome. The general approach of Sanger
Sequencing is outlined in 1.3 a.
With the Sanger Sequencing method a big, arguably the biggest, milestone in DNA
sequencing was made possible. This milestone is the first characterization of a
complete human genome in 2001 by an international collaboration [17]. This 3
billion dollar project was able to sequence the human genome of around 3.2 billion
base-pairs using an advanced Sanger Sequencing method. Until 2005 the researchers
were able to cover 93 % of the sequence of the human genome.
The Sanger Sequencing method used for the human genome project is able to extract

2
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reads up to a length of 1000 base with an average of 0.01 % sequencing errors per
base-pair [17, 26, 33]. The Sanger Sequencing method has two big disadvantages.
The first one is the very high cost per extracted base-pair. The second one is the
relative low output. These drawbacks motivate the development of more advanced
technologies [33].

1.1.2. Next-Generation Sequencing
To overcome the limitations of the Sanger Sequencing method several new approaches have been developed. These approaches are integrated into different platforms. In 2013 three platforms are widely available. These three platforms are GS
FLX+ Titanium XL+ and Titanium XLR70 developed by 454 sequencing, HiSeq
1500 and HiSeq 2500 developed by Illumina, and the 5500xl SOLiD developed by
Applied Biosystems [2]. Illumina is currently the most used platform [44].
Although each of these platforms uses a different approach, they all share a lot of
characteristics. One of these characteristics are short reads, the other one is high
throughput. These platforms are summarized as the Next-Generation Sequencing
(NGS) platforms. We compare the basic statistics of the NGS platforms in table
1.1. As they share the same basic biochemistry [32] their work flow can be described
in figure 1.3 b.
NGS helped researchers to overcome the limitations of the Sanger Sequencing
method, by generating cheap results with a high output. NGS allows projects like
the 1000 Genomes project. This project started 2008 with the aim to sequence 1000
human genomes. This goal was reached in 2012 [1].
Figure 1.2 shows the development of the cost per million extracted DNA base-pairs
over time. The cost rapidly decreased around 2007, even on a logarithmical scale.
The rapid decrease of cost was caused by the main sequencing centers switching to
the NGS platforms [41].

1.2. Read Mapping
With the huge output of short reads by the NGS platforms some challenges for
bioinformatics get more complicated. One of these challenges which gets more complicated is the problem of read mapping [2].
With the reads generated by NGS given, there are basically two different approaches
to obtain the sequence of the genome. The more complex and time-consuming
approach is to build the genome from scratch. This approach is called de novo
genome assembly [2].
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Figure 1.2.: The cost for the extraction of 1 million base-pairs of DNA. Here the
costs for postprosessing, tool development and quality control are exlude d. The
cost is shown on a logarithmical scale. [41]

Platform
Sanger Sequencing
454 FLX Titanium XL+
Illumina HiSeq 2500
ABI SoliD 5500xl

Read length
in bases
up to 1k
avg. 700
75, 100, or 150
50 or 75

Run time
in days
0.1
0.35
4-9
7-14

cost
US$ per Mb
1500
12
0.05
0.05

Data per day
in Gb
0.0007
0.7
27-30
10-15

Table 1.1.: Differences between the Sanger Sequencing and the state of the art
NGS approaches as in 2013. The cost are given for 2011. The data is according
to [26, 38] and the corresponding websites of the platforms. As we can see 454
FLX Titanium XL+ shares intermediate characteristics with Sanger Sequencing
and the other two NGS approaches. Hence it is used for special applications like
de novo genome assembly [33].
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Figure 1.3.: “Workflow of Sanger Sequencing method compared with NGS. (a)
With high-throughput shotgun Sanger sequencing, DNA is fragmented and
subsequently cloned to a plasmid vector and transformed into E. coli. A single
bacterial colony is selected for each sequencing reaction and the DNA is isolated. Each cycle sequencing reaction creates a ladder of dye-labeled products,
which are subjected to electrophoretic separation in one run of a sequencing
instrument. A detector for fluorescently labeled fragments of discrete sizes in
the four channel emission spectrum facilitates the sequencing trace. (b) In next
generation sequencing, common adaptors are ligated to fragmented genomic
DNA. The DNA is treated to create millions of immobilized PCR colonies,
called polonies, each containing copies of a single shotgun library fragment. In
cyclic reactions, sequencing and detection of fluorescence labels determines a
contigous sequencing read for each polony.” [32, 33]
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Approach to read mapping. The more convenient approach is to align the reads
to a known genome, the reference genome. In the first step a genome is sequenced by
a NGS platform. The generated short reads are aligned to a reference genome. The
reference genome is picked to be closely related to the examined genome. Because
the two genomes are closely related we expected that the reads which are extracted
from the examined genomes show a high similarity to the specific positions at the
reference genome. With both genomes having a high similarity it is possible to find
the position of origin of the read and align the read to that position. This approach
is called read mapping [2, 38]. Read mapping is described in figure 1.4.
As a first step in many NGS experiments read mapping has become crucial for a
variety of applications. One of these applications is the assembly of new genomes.
With the assembly of new genomes the detection of genetic variation by identifying
single nucleotide polymorphism (SNP) or bigger structural variations becomes possible [43]. Also the study of the genome-wide methylation pattern is based on read
mapping [33].
Challenges. Without any biological background one could expect, that even short
reads generated by NGS can be aligned uniquely to one position in the genome. If
we assume a string s which is randomly drawn from an alphabet of four symbols
(the four different nucleotides), we would expect that all strings l with the length
bigger than log4 (|s|) occur only once inside s. So even for the human genome a read
length |l| > 17 bases would be sufficient to only have reads which can be aligned to
only one position. This is assumed because the human genome consist of around 6
billion bases and 416 < 6 · 109 < 417 [5].
However not all reads can be aligned to only one position without errors for multiple
reasons. The main reason for reads which can be aligned to more then one position
is, that genomes contain a lot of repetitive regions [16]. These repetitive regions are
caused by the evolutionary background of the genomes, which includes the reuse and
copying of parts of the DNA sequence. The evolutionary background contradicts the
assumption that the genome is a random sequence. For example the human genome
contains 20 % repetitive regions, given reads of 90 base-pairs length and allowing for
up to 5 errors [16]. It is complicated to find the original position for reads generated
out of these repetitive regions.
Another cause for reads not matching without any errors are sequencing errors.
Sequencing errors are caused when a NGS platform outputs a wrong nucleotide.
These sequencing errors cause wrong nucleotides in the reads, thus the reads does
not match perfect to the reference. To compensate for this effect, all current NGS
platforms calculate and output base call qualities. These base call qualities encode
the probability that a specific nucleotide is predicted wrongly [26]. Furthermore
higher coverage is used to recognize sequencing errors [25]. The coverage is the
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...AGCGAGCAA...GGCGACGACGGC... reference genome
read mapping
GAGC

GGC

GAC

...
GAGC
GGC
GGCA
NGS
reads
CGGC
AGCG
...
examined
genome
...NNN...
Figure 1.4.: The workflow of a read mapping experiment. An examined genome
is sequenced by a NGS platform. The resulting reads are collected. These reads
are aligned to a reference genome. The aligned reads can be used for example to
generate a consensus sequence.

number of reads covering a specific base [33]. Multiple reads covering a base helps
to identify wrongly predicted nucleotides.
But not only sequencing errors cause difference between the reference genome and
the reads. There are real differences between the reference genome and the examined
genome. These differences caused by variations in the DNA, between different organisms and cells, are called polymorphisms. The polymorphisms need to be separated
from the differences caused by sequencing errors.
All these aspects call for more sophisticated read mapping approaches than simple
perfect string matching [24]. A more mathematical approach to the concept and
terms of read mapping is given in chapter 2.

1.3. Motivation and Thesis Objectives
We have seen that read mapping for NGS reads is highly important and not trivial.
Especially finding the correct position for reads which can be aligned to different
positions in the genome is tricky [24]. These reads are called multireads. To find the
correct position of a multiread is crucial for all subsequent processes. To find the
correct position of reads it is important to identify polymorphisms and sequencing
errors in the read. Thus there is still ongoing work in this area [12]. Programs trying
to solve the read mapping problem are called read mapper.

7
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The most basic approach to handle multireads is to act conservatively and discard
all reads that can be aligned to more than one position. But this approach will drop
all information in repetitive regions of the genome where reads can align to multiple
positions [24]. In the last years other approaches to choose the correct mapping
position were introduced.
Li et al. [24] introduce mapping quality as a measurement of certainty for a read
being aligned to the correct position. They calculate mapping quality scores based on
the comparison of one position with other possible positions. The mapping quality
score is influenced by the number of other possible positions, the base call quality
and the number of errors. This approach is for example used by the read mapper
BWA and visualized in figure 1.5.
Another approach is to use only the number of errors to choose a correct position.
This approach is implemented by most of the the read mappers, including RazerS3
[39].
We give a more detailed introduction to read mapper and mapping quality scores in
section 2.2. In the presented thesis we focus on two objectives.
Objective I. The first objective is to find a possibility to calculate mapping quality scores for different read mapper results. Here we address read mappers which do
not output information about subsequent alignments. If no information about subsequent alignments is given the calculation of mapping quality scores is not possible
directly. The objective to predict mapping quality scores is our main goal.
We implement two strategies to predict mapping quality scores for read mapper
results, without any information about the presence or absence of other matching
positions. The first strategy is based on the genome mappability score (GMS) by
Lee and Schatz et al. The second strategy utilize the mappability and mapping
quality score of k-mers.
We present two different programs. Both programs calculate and annotate mapping
quality scores for read mapper results which do not output mapping quality scores.
The first program predicts mapping quality scores based on precalculated values.
These precalculated values are calculated by our two strategies. This program works
without information about subsequent alignments. The second program calculates
the mapping quality score by the definition of Li et al. and is used if information
about subsequent alignments is given [24].
Objective II. The second objective is to examine the influence of mapping quality
scores on a typical NGS experiment. This NGS experiment is the detection of single
base polymorphisms. In this simulated experiment we compare the performance of
our new strategies with the mapping quality scores of Li et al. [24] and the approach
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...

C A G T G G T G T G ...
C A G T
G T G
G T G
G T G
T G G
T G G

Figure 1.5.: This figure sketches the idea of certainties and thus mapping quality
scores for three different read mapping positions. Blue represents the genome,
green, red, and yellow represent different reads and a possbile matching position. The n read is unambiguous and has a high mapping quality, because no
other alignment with zero or one errors is found. The red alignment is ambiguous, which is represented by the two other colorless alignments with the same
number of errors. Thus the red alignment has a low mapping quality. The base
marked red in the yellow read has a low base call quality but matches with no
error. The next best subsequent alignment has one error, but at a base with a
low base call quality. The yellow alignment has an intermediate mapping quality
score.
of RazerS3 [40].

1.4. Thesis Structure
In the last chapter we have introduced the challenges of DNA sequencing and NGS.
Based on these challenges we motivated and gave the objectives of this thesis.
In the next chapter we introduce the mathematical background and definitions together with the related work. As the related work we introduce different approaches
to read mapping and read mappers as well as the concept of k-mers and the GMS.
Based on the introduced background information in chapter 2 we explain our used
methods and our implementations in chapter 3. The results are evaluated, interpreted and compared with existing solutions in chapter 4. In the last chapter the
thesis is summarized and an outlook is given.
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2. Background and Related Work
This chapter starts with the definitions and notations which are used in this thesis.
After the definitions we introduce different approaches to read mapping and two read
mappers. In the last part we introduce the related work in the field of mappability
and mapping quality.

2.1. Definitions
In this section we introduce strings and sequences, as well as distance metrics to
compare strings. Based on the distance metrics we give a more formal definition of
the already used terms alignment and match.
In the last part of this section we give a short overview about the needed statistical
backgrounds. These statistical measurements are used in the evaluation part.
String and sequences. As we use DNA sequences in nearly all our calculations,
we need a possibility to represent DNA sequences. To represent DNA sequences we
introduce the concept of a string. In a later step we use strings to describe DNA
sequences.
Definition 1 (String). Given a finite alphabet Σ we define a string s as a finite
chain of n characters over Σ, with each si ∈ Σ. With a few exceptions, we always
use zero based indexing, i.e. we consider the first character of a string to be accessed
at position 0. The length of a string s is notated as |s|. S[i] with i ∈ 0 ≤ i < |s|
denotes the character at position i. An infix of s, called s[i...j], is the sequence of
characters s[i]s[i + 1]...s[j].
Based on the definition of a string we are able to define a specialization of a string
with a specific alphabet. This specialization represents a DNA sequence.
Definition 2 (DNA Sequence). A DNA sequence or just sequence is a string over
an alphabet Σ = {A, C, G, T }. The sequence refers to the nucleotides of a DNA
sequence, read from 50 to 30 end. We can easily extend the alphabet by an additional
character N , denoting unknown or undetermined nucleotides.
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The reverse of a sequence s is a sequence t, read from back to front. The complement
of a sequence s is a sequence t, with all As replaced by T s, all Cs by Gs, and vice
versa.
String comparison. To be able to compare two strings, we define the transcript
of two strings. We use the transcript to define two different distance metrics. These
metrics are important to measure the difference between two strings.
Definition 3 (Transcript). Given two strings s, t ∈ Φ∗ , the transcript from s to
t is a string over Σ = {Match(M), Substitution (S), Insertion (I), Deletion (D)}
describing the transformation between those two strings. The transcript is applied
left to right to single characters of s to produce t [38].
With the transcript given we can compare two strings. But only with the transcript we are not able to give a value which indicates the difference between strings.
We define edit distance and hamming distance as two metric functions which can
represents the difference between two strings.
Definition 4 (Metric). A metric is a function d(x, y) satisfying:
1. d(x, y) = 0 if and only if x = y and d(x, y) > 0 otherwise
2. d(x, y) = d(y, x)
3. d(x, y) ≤ d(x, z) + d(z, y)
Definition 5 (Edit distance). Edit distance, also called Levenshtein distance, is a
metric for measuring the difference between two strings.
Given two strings s, t ∈ Σ∗ the edit distance ed(s, t) is the minimal cost of a transcript to convert s into t. We use the term edit distance when we assign zero as the
cost for M and one for all other operations. If we use another cost model the term
weighted edit distance is used.
Definition 6 (Hamming distance). A special case of the edit distance is the hamming distance hd(s, t). Hamming distance does not allow insertions or deletions
using the transcript consisting of Σ = {M, S}.
Calculating the alignment of sequences is probably the most fundamental task in
bioinformatics [32]. Although we can calculate alignments for more than two sequences (multiple alignments) in this thesis we will use only alignments between
two sequences, i.e. pairwise alignments.
Definition 7 (Alignment). Given s, t ∈ Φ∗ , a pair of two strings s+ , t+ ∈ Φ ∪ {−}∗
is called alignment, if and only if
1. all characters of both strings are in Φ ∪ {−}

12
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G A A G T T G - A G A T
D D M I M S M D M M D D
- - A - T A G T A G - Figure 2.1.: The figure shows an alignment for two sequences. The intermediate line is the transcript. The edit distance between the two sequences is 7. If
the top string is the reference, the (semi-global) alignment of these strings represents a match with up to 3 errors. For the (semi-global) alignment the two
bases of the reference at the beginning and the end are not included.
2. there is no i with s[i] = − and t[i] = −
3. if all {−} are removed, s = s+ and t = t+
The best alignment is the alignment with the fewest number of errors and thus
the lowest edit distance. Alignments are a different representation for transcripts
[38]. Figure 2.1 visualizes the relation between transcripts and alignments for two
strings. The first and third rows represent the alignment and the second row the
corresponding transcript.
In read mapping we are interested in finding positions in a reference sequence where
the read sequence aligns to with a limited amount of errors, we define:
Definition 8 (Match). We assume that two strings r, s and a fixed number of
allowed errors e are given. We call r the reference and s the read. A match with up
to e errors of s in r is a infix r+ of r with ed(r+ , s) ≤ e. The position of the match
is the index of r at which r+ starts.
We define a match with up to e mismatches similar to a match with up to e errors.
The only difference is, that we use hd(r+ , s) ≤ e instead of ed(r+ , s) ≤ e.
We refer to the alignment of r+ and s as a matching alignment with up to e errors.
The alignment between r+ and s is a semi-global alignment between r and s. The
alignment is called semi-global because we align the complete sequence of s to an
infix of r. A sequence s matches unique in r, if there is only one match between the
reference and the sequence with up to e errors. We make use of the term match if
we refer to a match with up to e errors.
Statistics. We need to define some statistic constructs which are used mainly in
the evaluation part of this thesis. These definitions does not aim to be complete
in any means. We focus on definitions which are, sometimes in a very subtle ways,
used inconsistent in research.
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We introduce different quality measurements. These measurements let us compare
the quality of different binary classification tests. We abbreviate true positives with
TP, true negatives with TN, false positives with TP, and false negative with TN.
Definition 9 (Sensitivity, Specificity, and Precision). Sensitivity, also called recall,
in a binary classification test is defined as:
Sensitivty =

number of TP
numer of TP + number of FN

As a second quality measurement we use specificity. Specificity is defined as:
Specificity =

number of TN
number of TN + number of FP

Closely related to specificity is precision. Precision defined as:
Precision =

number of TP
number of TP + number of FP

To describe the relationship between two variables we use Pearson’s r as a measure
of correlation. Pearson’s r measures the linear correlations between two variables.
A correlation coefficient of 1 indicates a perfect positive correlation, a correlation
coefficient of 0 indicates no correlation, and a correlation coefficient of −1 indicates
a perfect negative correlation. Pearson’s r is sometimes called Pearson productmoment correlation coefficient.

2.2. Read Mapper
Read mapping is the problem of finding matches and thereby alignments for reads
in a reference genome. With read mapping being a basic application in NGS experiments, lots of programs aim to solve this problem. These programs are called read
mapper. Up to 2012 more then 60 read mapper were available [9]. Most of the read
mappers use different mapping techniques and heuristics, thus providing different
trade-offs between speed and quality of the mapping [12].

2.2.1. Best-Mapper and All-Mapper
Researchers use several characteristics to categorize the different read mappers. For
example Li and Homer divide the programs by the data structure used by the programs [23]. In this thesis we will use another classification. We divide the read
mapper based on their output. We divide the read mapper into all-mapper and
best-mapper [14].

14

2.2. Read Mapper

Differences between best and all-mapper. Depending on the field of application there are different demands towards the read mapping results. In some experiments only one best alignment is needed. The best alignment can be different for
different scoring schemes. Read mappers for experiments which only need one best
alignment calculate and output only one best alignment. These read mappers are
called best-mappers or any-best-mappers.
In other experiments all possible alignments up to a number of allowed errors need
to be found. In that case read mappers called all-mappers are used. All-mappers
aim at enumerating a comprehensive set of locations that the reads match to [40].
Another group of read mappers are the all-best-mappers. All-best-mappers try to
output all best alignments, i.e. all alignments with the same minimal distance, for
a read.
State of the art best-mappers are able to outperform all-mappers runtime wise in
more than an order of magnitude on large (e.g. human) genomes [34]. For smaller
genomes best-mappers are still noticeably faster [34].
For example, to align 100 million reads to the human genome the best-mapper BWA
needs around 80 minutes to find alignments for all reads. RazerS3 configured as an
all-mapper needs around 3600 minutes to do the same [34]. Most read mappers
used and developed are best-mappers, since most of the read mappers use heuristic
approaches which do not guarantee to find all possible matches [12, 14].

2.2.2. Mapping Quality Score
In 2008 Li et al. introduced a quality measurement for the reliability of an alignment
at a specific position called mapping quality score [1,24]. This score utilizes the base
call qualities given by the NGS platforms. Base call qualities encode the probability
that a specific base is called wrong. Li et al. also introduce a read mapper which
calculates these mapping quality scores. The read mapper is named MAQ.
Definition of mapping quality score. The mapping quality score Qs measures
the confidence that a alignment is aligned to its correct position (i.e. the position
of its origin) by the read mapper. Qs is a phred-scaled probability:
Q = −10 log10 P (read is aligned to a wrong position).
For example a mapping quality score of 40 implies a 1 in 104 probability that a read
is aligned to a incorrect position. A mapping quality score of 10 implies a 1 in 10
probability that a read is aligned to a incorrect position.
To ease the calculation a very simplistic case is used. First it is assumed that all
reads come from the reference genome without any polymorphisms. This assumption
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implies that all errors in the alignment are caused by sequencing errors. As a second
constraint insertions and deletions are not allowed. Thirdly it is assumed that all
possible alignments are exhaustively found.
Lets assume we have a reference sequence g, a position u in the reference, and a
read r. We furthermore assume that sequencing errors are independent at different
positions of the read. P (r|u, g) is the probability that the reads r comes from
position u in the reference sequence g. The probability P (r|u, g) is calculated by
m

P (r|u, g) = 10− 10 .
Where m is the sum of all base call qualities for mismatching bases for the alignment
between r and g[u...u + |r|].
For example, we assume a read r is aligned to a position u with two mismatches. If
the first mismatch has a base call quality of 20 and the second mismatch has a base
call quality of 10, then
P (r|u, g) = 10−

20+10
10

= 0.001.

For the mapping quality score we need to calculate the probability that a read is
wrongly aligned, therefore we are interested in the posterior probability P (u|r, g).
To acquire P (u|r, g) a uniform prior distribution P (u|g) is assumed and the Bayesian
formula is used . The Bayesian formula is solved to:
P (u|r, g) =

P (r|u, g)
|g|−|r|
P

.

P (r|v, g)

v=0

P (u|r, g) is scaled to the phred-scale, leading to the mapping quality score of an
alignment:
Q(u|r, g) = −10 log10 (1 − P (u|r, g)).
Implementation of mapping quality score calculation. The formula for the
calculation of P (u|r, g) requires to calculate the sum of P (r|v, g) for all positions
v in the genome. For larger genomes this calculation is not feasible [24]. Because
the precise calculation is not feasible, no read mapper calculates the values exactly,
instead all read mappers which calculate mapping quality scores use more or less
sophisticated heuristics [12]. Since the mapping quality relies on the number of
errors of all subsequent hits, especially best-mappers need a heuristic approach to
predict mapping quality scores.
Since MAQ is the first read mapper calculating mapping quality scores we will
introduce the heuristic used by MAQ. The mapping quality score calculation of
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MAQ inspired the approach of the read mapper BWA. BWA is introduced in section
2.2.4 and is used in this thesis. MAQ and partially BWA predicts mapping quality
scores using following heuristic formula:
(

Qs = min

q2 − q1 − 4.343 log(n2 )
4 + (3 − k 0 )(q − 14) − 4.343 log(p1 (3 − k 0 , 28))

.

In the first part of the formula, q1 and q2 are the sum of base call qualities of the
mismatching bases of the best respectively second best hit. n2 is the number of
hits having the same number of mismatches as the second best hit. In the second
part of the formula k 0 is the minimum number of mismatches in the seed and q
the average base call quality in the seed. p1 (k 0 , 28) is the probability that a perfect
hit and a hit with at least one mismatch coexists in the seed. p1 is calculated
during the alignment. The second part is not used in the BWA mapping quality
score calculation. For the derivation of this formula we refer to the supplementary
material of [24].

2.2.3. RazerS3
The main analysis in this thesis requires a full sensitive and fast approach for allmapping. We use RazerS3 as the main read mapper in this thesis. RazerS3 and
its predecessor RazerS are a full sensitive all-mappers with a practically usable
run time [39, 40]. RazerS3 can also be configured as a best-mapper. RazerS3 is
implemented in C++98 using the SeqAn library.
Full sensitive. Full sensitive in this context means, that RazerS3 can be configured to guarantee to find all matches up to a given hamming or edit distance. If the
full sensitive configuration is used, RazerS3 does not use any heuristic approaches.
The methods used in RazerS and RazerS3 are quite complex, therefore the presented
thesis will only provide an overview. For more information we refer to the original
papers [40] and [39].
Algorithm. The algorithm of RazerS3 consists of a filtration and a verification
part. In the filtration step the genome is scanned for possible matching positions.
The positions found by the filtration step are verified or discarded in the verification
step.
The filtration is done either by a SWIFT filter or by a pigeonhole filter. The SWIFT
filter is outperformed by the pigeonhole filter in all cases we consider in this thesis.
Therefore we only use the pigeonhole filter.
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The pigeonhole filter is based on the pigeonhole principle. The pigeonhole principle
states if a read is cut into k + 1 pieces then in every possible match of the read with
up to k errors there is at least one piece without any error.
For the verification a banded version of Myers bit-vector algorithm is used. The
idea of the Myers bit-vector algorithm is based on the Needelman and Wunsch
algorithm [27]. The Needleman and Wunsch algorithm uses dynamic programming
to find the best alignment between two strings [28]. Myers bit-vector algorithm
uses a much more efficient implementation. The algorithm encodes the complete
dynamic programming matrix in two bit-vectors and calculates the adjacent column
in a constant number of logical and arithmetical operations.
Scoring scheme. The scoring scheme in RazerS3 for the filtration and the verification part is based on edit or hamming distance of the alignments. Edit and
hamming distance ignore base call qualities and only consider the number of errors
in an alignment. As base call qualities are ignored no mapping quality score for the
alignments can be calculated. The alignments given out by RazerS3 are solely based
on the edit or hamming distance of the read to the reference.

2.2.4. BWA
The second read mapper in this thesis is the Burrows-Wheeler Alignment tool
(BWA) [21]. BWA is a best-mapper showing good overall performance in both
sensitivity and speed [14]. BWA is used in many sequencing projects [19]. We decided to use BWA, because BWA is the successor of the first read mapper calculating
mapping quality scores MAQ [24]. Therefore the mapping quality scores given by
BWA are useful for comparison in our evaluation. BWA is used in a pipeline by
Lee and Schatz to calculate the genome mappability score. The genome mappability score is introduced in section 2.3.2. Similar to the description of RazerS3 we
only provide an overview regarding BWA. For more information refer to the original
paper [21].
Algorithm. BWA is a read mapper based on the Burrows-Wheeler Transformation [3]. The Burrows-Wheeler Transformation (BWT) is a data indexing technique based on suffix arrays. BWA uses backward search with BWT to find perfect
matches [8]. The backward search mimics a top-down traversal on the implicit suffix
tree of the genome. To find non perfect matches BWA implements a backtracking
algorithm. The backtracking algorithm uses the structure of the implicit suffix tree
to avoid comparing the same parts of the string multiple times. This algorithm
works because the exact matching parts of the sequence are collapsed on one path
of the suffix tree. This algorithm is speed up by different heuristics [12, 21].
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Scoring scheme. BWA uses an edit distance scoring scheme. The alignment with
the lowest number of errors is considered as the best match [12]. A weighted edit
distance scoring scheme is used in a intermediate step to calculate the mapping
quality score by incorporating the base call qualities [21]. The mapping quality
score is calculated similar to MAQ [21] as described in section 2.2.2.

2.3. Mappability
In the following two sections we introduce two different genome mappability measurements. These genome mappability measurements indicate the ambiguity of a
genome, while mapping quality scores measure the confidence of individual alignments [19]. The mappability shows at which positions of the genome a read can
confidently be aligned to. The recognition of positions in the genome where a read
can be aligned confidently to may be helpful to fine-tune the NGS experiment or
normalize the results [5]. In this thesis we connect the genome mappability measurements with the mapping quality scores of alignments.

2.3.1. k-mer Mappability
Definition of k-mers. A k-mer is a sequence extracted from a reference sequence
with the length k. To generate systemically all k-mers of a sequence a fixed shift
size of one can be used. Figure 2.2 shows all k-mers for a sequence. K-mers have no
differences to the reference, i.e. by wrong base calls or polymorphisms. Because of
how the k-mers are generated the genomic origin is known and can be saved.
We call a k-mer generated from the starting position u with the length, k(u). A
k-mer starting at position u covers all bases from u to u + k. A position u in the
genome is called unique if a k-mer k(u) starting at u, can only be aligned once to
the genome up to an allowed number of errors.
Use of k-mers. For bigger k-mer lengths more and more of the genome becomes
unique [5]. Still, increasing the length further than around 50 base-pairs does not
help to resolve ambiguous regions significantly [16]. Table 2.3 shows the number of
unique positions for four model organisms [16]. With a k-mer length of 255 around
8% of the human genome are not unique, even if no errors are allowed [35].
In 2012 Derrien et al. published a study which examines the uniqueness and mappability of typical genomes for different length and error rates [5]. They define
mappability as follows: Given a k-mer, the k-frequency of a sequence at positions
u is the number of times the k-mer starting at position u matches up to e errors
to the sequence and its reverse complement. The k-mappability is the inverse of

19

2. Background and Related Work

A T A G T G
A T A
T A G
A G T
G T G
Figure 2.2.: The sequence “ATAGTG” and all its k-mers with k = 3 and shift =
1. The coverage of the reference at position 2 is 3.
Species
Homo sapiens
C. elegans
D. melanogaster

30(1)
70.9
87.7
68.4

60(3)
77.5
89.9
69.2

75(4)
79.3
90.6
69.5

90(5)
80.8
91.1
69.8

Figure 2.3.: The fraction of unique starting positions for different genomes in
percent. In the first row the first number indicates the length of the k-mer, the
number in brackets the maximal allowed hamming distance [16].
the k-frequency: k-mappability(u) = 1/k-frequency(u). Unique positions have a
k-mappability of one. Additionally pileup mappability is defined as the mean kmappability of all k-mers covering a position. The pileup mappability represents
how mappable a position is in a whole sequencing study using reads of length k.
TODO(07:explain the results of derrien bit further)

2.3.2. Genome Mappability Score
Lee and Schatz [19] introduce a further genome based quality score. This score
is called genome mappability score (GMS). The GMS is defined as the average of
the probabilities Ps (u|r, g) of reads r covering a specific position u in the genome
g with an evenly distributed coverage c. This score is closely related to the pileup
mappability introduced by Derrien et al.. The GMS can be calculated using the
formula1 ,
GM S(u) =

Qs (u|r,g)
100 X
100 X
P (u|r, g) =
(1 − 10− 10 ).
c ∀r3u
c ∀r3u

A GMS value of 100 % means that all alignment which cover the base are reliable,
1

The notation ∀r 3 u is used by the authors and is not common. It indicates the sum over all
positions u covered by a read r.
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while a GMS of 0 % means that all alignments which cover the base are not reliable
at all.
Calculation of GMS. To calculate the GMS for a reference genome a pipeline
is developed. This pipeline is called genome mappability analyzer (GMA). GMA
consists of a read simulator, a read mapper, an information extractor and an information analyzer. The read simulator simulates reads from a the reference genome.
The simulator is configurable in terms of read length, the used error model and
coverage. As the read mapper the authors choose BWA. BWA is used to align the
simulated reads to the reference genome. The read mapping positions and mapping
qualities are read in by the extractor which summarizes the information and passes
it to the analyzer. The analyzer sorts and scans the information to compute the
GMS for every position of the reference genome [19]. The GMS is calculated by
only taking reads into account which are aligned to the correct position. The validation if a read is aligned to the correct position is possible since only simulated
reads are used.
Interpretation of GMS. As one of the results Lee and Schatz point out, that
the GMS value follows a more gradual transition between high and low values than
the mapping quality scores [19]. Since the GMS is computed for every position in
the genome, it is more robust to irregularities in the base call qualities than mapping
quality scores. Especially given base variations the GMS proves to be useful, since
it stays relatively constant while the mapping quality may drop to zero. Figure 2.4
shows the behavior of GMS and mapping quality scores in an example.
With 100 base-pair long Illumina like reads 87 % of the human genome, 89 % of
the D. melangolaster and 94 % of the yeast genome have high GMS values. These
high GMS regions indicate regions where NGS reads can be aligned to precisely.
The remaining low GMS regions of the genomes can not be reliably measured using
today’s NGS technologies. Lee and Schatz call those low GMS regions “genomic
dark matter”.
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Figure 2.4.: This figure shows the behavior of mapping quality scores and GMS
at the boarder to repetitive regions. The blue line is the mapping quality score
and the read line the GMS.
The reference sequence starts with 1000 base-pairs of the same type, followed
by a unique 1000 base-pair sequence and a polymorphism at position 1030. The
x-axis shows the positions of the reference genome near a repetitive boundary between the bases 950 and 1050. The y-axis shows the GMS and mapping
quality. Mapping quality and GMS are both normalized from 1 to 0. The polymorphism at base 1030 drastically changes the mapping quality. The GMS is
only reduced marginally [19].
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In this chapter we introduce our methods and implementations. We describe how
we calculate our own genome mappability measurements, the genome profiles, and
how they can be used to predict mapping quality values for best-mapper results.
The implementations introduced in this chapter are mainly programmed in C++98
and make use of the SeqAn library. SeqAn [7] is an acronym for Sequence Analysis.
It is an efficient C++ based library that provides bioinformatical data structures and
algorithms. SeqAn is designed to be efficient and relatively easy to use. This makes
it well-suited for our purpose. A short introduction into the concepts and methods
of SeqAn is given in the appendix.

3.1. Calculate Genome Profiles
We implement three different scores which indicate the genome profiles . These three
scores are called k-mer mappability score (KMS), pileup mappability score including
reads aligned to the wrong position (PMSa) and, pileup mappability score excluding
reads aligned to the wrong position (PMS0). All three scores target the profiles of
the genome based on the mapping quality assigned to perfect k-mers. PMS0 and
PMSa share the basic idea of averaging mapping quality scores. PMS0 and PMSa
are also summarized as the pileup mappability score (PMS).
Perfect k-mers. We decide to use perfect k-mers instead of simulated reads in
our approach. Simulated reads incorporate a sequencer specific error models. For
example in reads generated by Illumina base call quality tends to get worse at the
end of the read. Simulated reads with error models are used if the mappability of a
genome for a specific technique is examined [19]. Our goal is not the examination of
the mappability of a genome for a specific NGS platform. Our goal is the prediction
for mapping quality scores for alignments. Because the errors and base call qualities
of the real reads contributing to those alignments are not known beforehand perfect
k-mers are superior to simulated reads.
Perfect k-mers also avoid the problematic relationship of mappability and mapping.
A k-mer with errors may be aligned less often to the genome as the sequence from
which the k-mer is extracted from can be aligned to the genome [5]. This relationship
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one error
.....AAA..AAT...
one error

two errors

AGA
Figure 3.1.: This figure visualizes the relationship between mapping and mappability. If one error is allowed the sequence AGA matches uniquely to the
genome. However the matching position AAA is not unique in the genome.
AAA can match with one error to AAT [5].
is shown in figure 3.1.
For the calculation of mapping quality scores each base of the k-mers needs a base
call quality. We pick a fixed but arbitrary quality value for all bases of the k-mers.
As a default the base call quality value 32 (indicated by the character ’A’) is chosen.
We pick a high base call quality because state of the art NGS platforms generate
high base call qualities on average. For example in reads generated by Illumina more
then 95% of the base-pairs have a base call quality of 30 or higher [15].
PMS. PMS is defined as the sum of all mapping quality scores of k-mers covering
a specific base u divided by the coverage at that specific base cov(u). For the
calculation of PMS0 at position u only the mapping quality scores of k-mers k(j)
with u − k < j ≤ u are taken into account. These are the k-mers aligned to their
original position. All other k-mers are ignored. The ignored k-mers are those kmers which are extracted from a different position but may also match to a position
around u. With PMS0 a a uniform coverage over the genome can be guaranteed.
PMSa is defined as the average of all mapping quality scores of k-mers k(j) matching
with c errors to the genome covering position u. This includes also k-mers which
original position do not interfere with u. As all k-mers that cover the base u are
taken into account the coverage is not uniformly distributed. The number of allowed
errors c influences the PMSa score. The score is influenced because allowing more
errors lets a k-mer match more often with a lower mapping quality score. In the top
part of figure 3.2 the calculation of PMS0 and PMSa are compared.
For a position u, we calculate both PMS values given the following formula:
PMS0(u) =
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1 X
Qs (u|k(j), g).
cov(u) j∈J
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The difference between PMS0 and PMSa is by the definition of the set J. For
PMS0(u) J is defined as
J = {j | u − k < j ≤ u}.
For PMSa(u) J is defined as
J = {j | ed (k(j), g[i...l]) ≤ c ∧ i ≤ u ≤ l}.
ed(x, y) is the edit distance between x and y. The coverage cov(u) is the cardinality
of the set J.
PMS0 is closely related to the pileup k-mer mappability and the GMS of Lee and
Schatz. The calculation of PMS0 has has two differences to the approach of calculating GMS. First, we average the mapping quality score Qs (u|r, g) and not the
probability P (u|r, g). Second, we use k-mers while the GMS make use of simulated
reads. PMSa is designed to be a more robust interpretation of PMS0. This is because for the calculation of PMS0 it is crucial to know the origin of the k-mers, while
for the calculation of PMSa this knowledge is not necessary.
KMS. The KMS at a given position u is the mapping quality score of a perfect
k-mer starting at that position k(u),
KM S(u) = Qs (u|k(u), g).
The formula is similar to the calculation of mapping quality score of r, but instead
of r the perfect k-mer k(u) is used.
The KMS is calculated as an non averaged PMS. Since KMS is a not averaged PMS
it is related to the k-mer frequency, with one major difference. This difference is
that k-mer frequency is based on the pure mappability, i.e. the number of times a
k-mer matches to the genome, while KMS is based on the mapping quality score of
the k-mer. Figure 3.2 visualizes the calculation of KMS.

3.2. Calculate Mapping Quality Scores
For the calculation of KMS and PMS the calculation of the mapping quality scores fot
the k-mers is required. To be able to calculate mapping quality scores we implement
a program which calculates mapping quality scores. By implementing this program
we do not need to rely on the heuristics of BWA or any other read mapper. Our
approach is to calculate the mapping quality score for an alignment as close as
possible to the original definition in section 2.2.2. We call these mapping quality
scores the best effort mapping quality scores. To calculate the best effort
mapping quality score we utilize all-mapper results.
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a) and b)
...

G G G G G G G G G ...
K K K K
K K K K
K K K K
K K K K
K K K K

c)
...

G G G G G G G G G ...
K K K K
K K K K
K K K K
K K K K

Figure 3.2.: The blue rectangle represents the genome. Each green row represents one alignment for a k-mer. The red dashed alignment is a k-mer aligned to
a wrong position.
(a) PMS0 is the average of the sum of all mapping quality scores of k-mers in
the red box, except the red dashed one. The coverage at the marked position is
4.
(b) PMSa is the average of the sum of all mapping quality scores of k-mers in
the red box. The coverage at the red marked position is 5.
(c) KMS is exactly the mapping quality score of the one k-mer starting at that
position. The mapping qauality score of the bottom read box determines KMS
for the position marked with the top red box.
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To calculate mapping quality scores as close as possible to the original definition the
probability P (u|r, g) for every position u in the genome g is needed. It is difficult to
calculate the probability for all possible positions of the genome [24]. We therefore
approximate this probability. Instead of calculating all possible positions we use
RazerS3 to calculate all matches up to a certain error boundary. We calculate the
probability P (r|g, u) for these alignments and assume a probability of 0 for all other
alignments. With these information given we calculate P (u|r, g).
In our best effort mapping quality calculation we cap the score at 40. This cut
off is typical for mapping quality score calculations, BWA has a cut off for mapping
quality scores at 37.
Error rate. If the best effort mapping quality score is used, the number of
allowed errors in the all-mapper result determines the quality of the mapping quality
score. The quality is perfect if the number of allowed errors is equal to the length
of the reads. If the number of allowed errors is equal to the length of the reads
the probability P (r|g, u) for all alignments at every position u in the genome g
are considered. In practice the necessary error boundary is a lot lower, especially
because we cut off the mapping quality scores at 40. In the next paragraph we argue
why the error boundary is lower in practice for perfect k-mers. In chapter 4 we show
which boundary can be used for real reads.
Since P (r|u, g) is calculated by an exponential function with a negative exponent, the
probability of P (r|u, g) limits zero exponentially fast with the number of mismatches
TODO(sagt man das so). For example, if our default values for k-mer generation
are used each base call error has a 0.001 probability. An alignment with a perfect
4∗32
k-mer containing four errors already has a probability of only P (r|u, g) = 10− 10 ≈
10−13 . With a probability that low we can easily incorporate the probability of this
alignment as zero.
We can extend this argumentation inductively for non perfect reads. We only have
to make sure that the difference between the number of errors of the best alignment
(which can be higher then zero) and the number of allowed errors is big enough. For
reads this difference can be bigger, because not all base call qualities are as high as
our k-mer base call qualities.
We use the following approach ins practice: If we use perfect k-mers and a full
sensitive read mapper it is guaranteed that at least one matching alignment is found.
If only one alignment and no other subsequent alignment is found, while the allowed
error rate is high enough, the mapping quality of this alignment is high. In this
case the mapping quality score is set to 401 . If more than one matching alignment
1

We need to set a manual mapping quality score if no second alignment is found, because
−10 log(1 − P (u|r, g)) is undefined for P (u|r, g) = 1.
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is found, the original formula introduced in section 2.2.2 is used. Still the mapping
quality score is capped at 40. We use the same approach for reads.

Gaps. As an extension to the original definition of mapping quality scores in our
best effort calculation we allow insertions and deletions. We handle insertions as
mismatches. For insertions we use the base call quality of the base in the read which
is not found in the reference sequence. For deletions we use the average of the base
call qualities of the two bases in the read surrounding the deletion.

3.3. Predict Mapping Quality Scores
To estimate the mapping quality of an alignment given by a best-mapper we use
the precalculated results of KMS and PMS. The mapping quality scores we predict
based on KMS or PMS are called precalculated mapping quality scores.
For convenience we ignore insertions and deletions in this step. Insertions and deletions do not influence the length of a read in a crucial way. Therefore we assume
that insertions and deletions do not change the length of a read at all.

KMS. To utilize KMS we pick the best (i.e. the maximal) KM S(j) within the
read r,
Qs (u|r, g) =

max

u≤j≤u+|r|−k

KM S(j).

As the KMS value is already pred-scaled we do not need any post calculation.
Given this formula we can calculate the mapping quality score if k ≤ |r|. Since all
bases which contribute to the KMS are covered by the read and k ≤ |r|, we can
assume that the KMS based mapping quality is a lower bound for the best effort
mapping quality. Therefore we expect that KMS tends to underestimate the mapping quality score. Underestimate in this context means, that the precalculated
mapping quality score is lower than the actual best effort mapping quality score.
This underestimation increases if the length of the k-mers is much smaller than the
length of the reads.
Besides k ≤ |r| there is also another constrain regarding the k-mer length and shift
size. Given a shift size s, we can only use the KMS if k + s ≤ |r| + 1. If these two
constrains are not fulfilled it can not be guaranteed that at least one KMS value is
covered by the read. To predict the mapping quality score at least one KMS value
needs to be covered by the read. In figure 3.3 an example for a possible k-mer length
and shift size is given.
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...

G G G G G G G G G ...
K K K K
K K K K
8 R R R 8 R R R
8 R R R 8 R R R
7 R R R 7 R R

Figure 3.3.: An example for the influence of k-mer length and shift size on the
allowed read length. The two blue k-mers (indicated by KKKK) are generated
with the length 4 and shift size of 5. The two k-mers are aligned to the blue
genome (...GGG...). The two green reads with a length of 8 base-pairs always
cover at least one k-mer completely. For the red read with length 7 a position
with no k-mer covered is shown.
PMS. For PMS there are no such reasonable boundaries. Since a position u incorporates bases from u − k + 1 to u + k − 1, k needs to be smaller or equal to |r|
2 .
Because these boundaries require very small k-mers and thus inexact predictions,
we will pick the highest P M S(u), with u covered by the read r,
Q(u|r, g) =

max

u≤j≤u+|r|

P M S(j).

We assume that the mapping quality scores predicted by PMS0 tend to overestimate
the mapping quality score. This overestimation is caused by the limits chosen. The
approach choose the best PMS0 value covered by the read. This PMS0 value may
be calculated by taking bases into account which are not covered by the read. We
assume that mapping quality scores based on PMS0 are less specific then those based
on KMS. PMS0 is more robust to different k-mer lengths and shift sizes, since k-mer
lengths bigger than the actual read size can be used.

3.4. Pipeline
We implement a pipeline to predict mapping quality scores for best-mapper results
based on the precalculated mapping quality scores. The pipeline is expandable
because all intermediate file formats are either common formats as FASTA, FASTQ,
SAM, or simple tab-separated values (tsv) files . The file formats are introduced in
the appendix.
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Our pipeline is divided into two parts. The first part is the preprocessing part. The
preprocessing part is responsible for the precalculation of the the KMS and PMS
values. The second part predicts the mapping quality scores for specific reads, based
on the precalculations. Both parts of the pipeline are outlined in figure 3.4.
Preprocessing (first part). The result of the first part of the pipeline can be
manipulated by several parameters. First and most important two parameters of
the k-mer generator influence the KMS and PMS values. These two parameters
influencing the results are the length of the k-mers k and the shift size s. The k-mer
generator stores the k-mers in a FASTQ file. FASTQ files store the sequence and the
base call qualities. The base call qualities for all positions of the k-mer are fixed to
32, indicated by the character ’A’. The generator saves the original, i.e. the correct,
locations of origin of the k-mers in a SAM file.
The result file of the generator which contains the k-mers is passed to RazerS3.
RazerS3 is configured to run as a full sensitive all-mapper. In RazerS3 we can
vary the number of allowed errors and the used distance metric. After RazerS3
has aligned the reads, we extent the result file of RazerS3 with the best effort
mapping quality scores.
These extended result files are passed to the KMS and PMS calculator. The KMS
and PMS calculator also needs the original positions of the k-mers given by the SAM
file of the k-mer generator. The KMS and PMS calculator outputs a tsv file. In this
file every position of the genome and the corresponding KMS, PMS0, and PMSa
values are saved. The calculation of the KMS and PMS values is done by parsing
both SAM files line by line. This is only possible because the calculation assumes
that the alignments in both SAM files are sorted in the same way. If the alignments
are not sorted the same way the SAM files need to be sorted first. This is the last
step of the preprocessing part of the pipeline. The results of this part are used in
the second part of the pipeline to predict mapping quality scores for given reads.
Second part. In the second part of the pipeline read mapper results are annotated
with either the KMS, PMSa or PMS0 for each alignment. The precalculated
mapping quality score for an alignment is the best KMS or PMS score covered by
the alignment, as defined in section 3.3. This step takes a SAM file without mapping
quality scores as the input and outputs a SAM file with precalculated mapping
quality scores. This last step needs to be done again for each new read mapper
results. The precalculations need to be done once for each reference genome and
chosen read parameters.
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FASTA

Genome
FASTA
Generate k-mers

Reads
FASTA

FASTQ

Read mapping

FASTQ
RazerS 3 SAM
SAM
Calculate best effort mapping quality
SAM

SAM without
mapping quality

Calculate KMS and PMS
tsv
Add precalculated mapping quality
SAM with mapping quality
Further processing
Figure 3.4.: The pipeline annotate alignments with precalculated mapping
quality scores based on genome profiles. We implement the green nodes in this
thesis. All calculations inside of the red rectangle are precalculations. These
precalculations only need to be done once for each genome. The reads can be
generated by a read simulator or a NGS experiment. The description of the
arrows is the file format used.
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In this chapter we give an extensive evaluation of the best effort and the precalculated mapping quality scores. We compare BWA and the precalculated
mapping quality scores with the best effort mapping quality scores. As a practical
use case we call SNP based on different read mapper results.

4.1. Genomes
For the evaluation of our approaches, we use the DNA sequences of different genomes.
Three different genomes are chosen. These three genomes are typical model organism
in biology and bioinformatics. We perform our evaluation on the genomes of Homo
sapiens (human), Drosophila melanogaster (common fruit fly), and Caenorhabditis
elegans (a roundworm). Due to the huge size of the human genome, a subset of the
human genome is generated. This subset only contains the chromosome 21 (chr. 21).
For the human genome we deleted all parts of the genome which consist of more
than 10 successive ’N’ characters. The key data of this genomes is given in table
4.1.
D. melanogaster. We use the genome of D. melanogaster as our primary target.
In NGS context D. melanogaster has an intermediate genome size. The intermediate
size allows us to implement different experiments without the need of to much computation time. For its size the genome of D. melanogaster contains lots of repetitive
regions [16]. The repetitive regions and the size of the genome support our decision
to choose the genome of D. melanogaster as our primary target.

4.1.1. Simulated Reads
We decide to use simulated reads instead of real reads in our evaluation. Simulated
reads are generated by programs and incorporate typical NGS error models into
the reads. Simulated reads are commonly used if the quality of read mapping is
evaluated [12, 14, 18, 24, 40]. In contrast to real reads for simulated reads the origin
of the reads is known. To know the origin of a read helps to evaluate and compare
different approaches.
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Species
Human
Human chr. 21
D. melanogaster
C. elegans

Reference
GCF 000001405.25
CM 000683.1
GCF 000001215.2
GCF 000002985.6

# of chr.
24
6
6

# of base-pairs
3,513,214,430
35,105,700
120,381,546
100,272,607

Table 4.1.: Comparison of the different used genomes. We downloaded the
genomes from http://www.ncbi.nlm.nih.gov/. The references are the references used by this website.
Mason. To simulate reads we use Mason and Mason 2 [13]. Mason is a read simulator for Illumina, 454 and Sanger Sequencing like reads. The reads are simulated
incorporating position specific error rates and base call qualities. We use Mason to
simulate a set of reads for each genomes except the human genome. For the human
genome we only simulate reads based on chromosome 21. Each of these read sets
consists of 1 million Illumina like reads with simulated base call qualities. Each of
these reads is 100 base-pairs long. We call each set of these reads I100. The exact
extraction position of each of the reads is saved. We call these positions the ground
truth.
Mason2 is used to generate polymorphisms on the D. melanogaster genome. After
the polymorphisms are generated another read set is simulated. This read set consists of 50 million Illumina like reads. Each of the reads is 100 base-pairs long. We
call this read set I100+. We introduce the exact approach to generate the I100+ set
in section 4.6

4.2. Precalculation
We precalculate the PMS and KMS values for the D. melanogaster genome, the C.
elegans genome and chromosome 21 of the human genome. We use the pipeline
introduced in section 3.4 to calculate the PMS and KMS values.
Different k-mer lengths. To explore the influence of different k-mer lengths on
the PMS and KMS values we generate k-mers with different length. We generate
k-mers with the length 30, 60, 75, and 100 for the D. melanogaster genome. For
the other two genomes we generate k-mers with the length 30, 60, and 100. The
k-mers from chromosome 21 are aligned to the complete human genome and not
only to chromosome 21. When referring to a specific set of PMS or KMS values
or the mapping quality scores based on one set of PMS or KMS values, we use the
name PMS@kn or KMS@kn. With n the length of the used k-mers is addressed,
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e.g. KMS@k100.
We use RazerS3 to align the k-mers to the genome. RazerS3 is configured to use
edit distance and allow gaps. We set the maximal allowed edit distance to 5 for
k-mers with length 100 and 75. For k-mers with the length 60 the maximal allowed
edit distance is set to 4. We limit the edit distance for k-mers with length 30 to 3.
The last limitation is done due to performance issues in RazerS3.
Convention and remarks. For convenience we always use the term overestimate if the compared strategy calculates a higher mapping quality score than our
best effort approach. We use the term underestimate if the compared strategy
calculates a lower mapping quality score than our best effort approach.
For example we compare the mapping quality scores of BWA with the best effort
mapping quality score. BWA predicts a mapping quality score of 10 for one alignment. The best effort mapping quality score is 0 for the same alignment. We
call the mapping quality score of the alignment overestimated (by BWA).
Also for convenience we use the term human genome for our calculations, if we
address chromosome 21 aligned to the whole human genome.
If not stated otherwise, all evaluations in this chapter make use of the software environment R 2.15.1 [30]. To calculate the correlation between two different variables
we use Pearson’s r. The correlation coefficient always refers to the correlation coefficient of Pearson’s r. We do not give any p-values, because due to the size of our
sample size the p-value is not informative at all.

4.3. Influence of Edit Distance
In section 3.2 we pointed out, that the quality of our best effort mapping quality
score depends on the number of allowed errors when the reads are aligned to the
genome. In this section we explore the influence of the number of allowed errors on
the best effort mapping quality score.
Idea. The alignments with a mapping quality score below 40 are those alignments
which are not affected by the cut off. Alignments are always affected by the cut off
if no subsequent alignment is found. The number of alignments with no subsequent
alignment found lowers with the rise in the number of allowed errors. The number of
alignments with no subsequent matches lowers, while the number of mapping quality
scores which are not affected by the subsequent alignment rises. This is because
after a certain difference between the number of errors all found alignments, with a
higher error rate, do not affect the mapping quality score for the best alignment. The
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mapping quality score of the best alignment is not affected, because the difference
between the product of the erroneous base call qualities is too big. We therefore can
use the number of alignments with a mapping quality score below 40 as an indicator
of the quality of the best effort score.
Experiment. We use RazerS3 to align the I100 data set on the D. melangolaster
genome. RazerS3 is configured to output all-mapper results with a varying maximally allowed edit distance. We vary the maximal allowed edit distance between
0 and 15. We calculate the best effort mapping quality value for each of these
results. To keep the number of reads constant, only reads aligned to their original
position are considered. If we consider all alignments, the fraction of alignments
with a low mapping quality score will rise. The rise in the number of alignments
with a low mapping quality score is caused by the subsequent alignments with a
low mapping quality score. We can find out the original position of the reads by
comparing the alignments with the ground truth of I100.
Result. In figure 4.1 the fraction of alignments with a mapping quality score below
40 is shown. As expected the fraction of alignments with a mapping quality score
below 40 increases with the number of allowed errors. If only perfect matches are
considered only 4.89% of the alignments have a mapping quality score below 40. If
the allowed edit distance is 15 this fraction increases to 5.364%. But the slope of
the curve slows down fast with an increase in the allowed edit distance. Given an
allowed edit distance of 5 already 5.358% of the alignments have a mapping quality
score below 40.
Interpretation. We assume that for Illumina like 100 base-pair long reads it is
sufficient for the best effort mapping quality score to allow 5 errors. We will use
an allowed error rate of 10% for all of our read mapping calculations. The error rate
of 10% means that 10% of the bases of a read can be erroneous. This error rate
allows more errors then 5 even for reads with 75 base-pair length.
We already have shown in section 3.2 that for perfect k-mers this edit distance
boundary is more strict. The edit distance boundary is more strict because k-mers
do not contain low base call qualities or erroneous bases.

4.4. BWA and Best Effort Mapping Quality
In this section we compare the best effort mapping quality scores with the mapping quality scores given by BWA.
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Figure 4.1.: The fraction of alignments with a mapping quality score below 40
for different edit distances. The fraction of alignments aligned to the original
position with a mapping quality score below 40 is shown on the y-axis. The
alignment is considered correctly aligned, if that the read is aligned to the same
position as the ground truth. The maximally allowed error distance is plottet
on the x-axis. The mapping quality scores are the best effort mapping qualiy
scores.
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Experiment. We align the I100 reads to the D. melanogaster genome. We use
RazerS3 and BWA as the read mappers. Both read mapper are configured to allow
up to 10 errors. RazerS3 is configured in all mode, but only outputs a maximum of
100 alignments per read. RazerS3 aligns 999,953 of the 1M reads finding a total of
2,810,445 alignments with up to 10 errors. BWA manages to align 971,077 reads.
The results of RazerS3 are annotated with the best effort mapping quality scores.
We compare the mapping quality scores for alignments which are aligned to the
same position by both read mappers. We consider alignments to be aligned to the
same position if the difference between the starting positions of the alignment is not
bigger than one. In total 959,461 alignments are aligned to the same position and
are considered.
For alignments with the same starting position the difference between the BWA
and best effort mapping quality scores is calculated. We consider the mapping
quality score of an alignment overestimated or underestimated compared to the best
effort mapping quality score if the difference between the two scores is bigger than
three. The difference of three is chosen because BWA caps the mapping quality score
at 37 while our approach caps it at 40.

Results. The fraction of alignments with an over or underestimated mapping quality scores is shown in figure 4.2. The alignments are divided in different classes
according to the number of errors. Table 4.2 shows the total number of alignments
in each of these classes.
In general the difference between the two scores is small. Figure 4.2 visualizes
that BWA tend to underestimates the mapping quality score compared to the best
effort score. The underestimation is particularly noticeable for higher error classes.
The rate of underestimated scores varies between 0.55% in the zero error class and
4.42% in the eight error class. Against our expectations figure 4.2 shows a rapid
increase of alignments with an overestimated mapping quality score at error distance
10. In this case we need to keep in mind that only three alignments exists within
the 10 error class, thus the predictive power for this class is very low.
For further examination we calculate a barplot visualizing the number and the difference of the mapping quality scores for each alignment. Again we divide the
alignments into error classes. Figure 4.3 shows this barplot.
The barplot indicates, that most of the times BWA underestimates the mapping
quality score between 4 and 23 points. For all error classes the number of alignments with a different mapping quality score is maximal for a difference between
the mapping quality scores of 23. Bigger differences between the mapping quality
scores are seldom (< 100 alignments) for all error classes.
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number
number
number
number

of
of
of
of

errors
reads
errors
reads

0
460,457
6
2,809

1
328, 659
7
689

2
116,141
8
113

3
31,422
9
10

4
11,604
10
3

5
7,554
total
959, 461

Table 4.2.: Number of alignments in each different error class
Interpretation. Figure 4.4 shows a typical example of a differing mapping quality
score for one read. The names I to IV refer to the corresponding alignments in
figure 4.4. RazerS3 matches the read with one insertion (alignment I). RazerS3
considers this alignment to be unique for up to 10 errors. For unique reads no
subsequent match is found. If no subsequent match is found the mapping quality
score is set to 40. Therefore this alignment is assigned with a best effort mapping
quality score of 40. BWA finds the same alignment I as RazerS3 but only assigns
a mapping quality score of 23. If we configure BWA to output additional matches
a subsequent alignment is found. This alignment (II) starts one position later and
has four mismatches and a mapping quality score of 0.
This difference in mapping quality is caused by the different interpretation of equivalent alignments in both read mappers. Holtgrewe et al. introduce an equivalence
class to decide if an alignment differs from another alignment in a significant way [14].
They point out that for edit distance the start point of an alignment does not specify
only one possible alignment [14]. This is different to hamming distance. In their
paper a mathematical definition of an equivalence class based on error landscapes is
given.
Keeping the statement of Holtgrewe et al. in mind the results indicate, that BWA
interprets alignments as not equivalent from each other if they vary in the starting
position. This behavior is consistent with the definition of mapping quality scores,
but ignores the differences between hamming distance and edit distance. Our conjecture is supported by the fact, that BWA does consider alignments similar to III
or IV as equivalent to I . Other than BWA the read mapper RazerS3 interprets
alignments as equivalent based on the more sophisticated definition of Holtgrewe et
al., and therefore only outputs the alignment I. The definition by Holtgrewe et al.
is not explained in this thesis. For more information we refer to the paper [14].

4.5. Precalculated Mapping Quality Scores
In this section we compare our precalculated mapping quality scores with the
best effort mapping quality scores. We examine the influence of the three different
measurements, PMSa, PMS0 and KMS with different k-mer lengths on the mapping
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Figure 4.2.: This plot vizualizies the difference between the BWA and the best
effort mapping quality scores for the D. melanogaster genome. On the xaxis different edit distance categories are shown. On the y-axis the percantage
of reads where BWA differs from our best effort mapping quality score is
shown.

quality scores.

Experiment. We configure RazerS3 to generate all-mapping results with the I100
data set for all three genomes. These results are annotated with one of our precalculated mapping quality score and the with the best effort mapping quality
score. From the results annotated with the precalculated mapping quality scores
best-mapper results are generated.
We generate best-mapper results by choosing the alignment with the lowest edit distance for each read. If there is more than one alignment with the same edit distance
we choose the alignment with the best mapping quality score. If the alignment is
still ambiguous, i.e. more then one alignment with the same mapping quality score,
we randomly choose one alignment. The approach to generate best-mapping results
out of all-mapping results is shown in figure 4.6.
We compare the precalculated mapping quality scores of the alignments of the
best-mapper results with the best effort mapping quality scores. We compare
the mapping quality scores only if the alignment starts at the same position in both
results. Since the alignments are generated by the same read mapper all 999,953
alignments of the best-mapper result are considered.
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Figure 4.3.: A barplot which vizualizes the difference between BWA and best
effort mapping quality scores for the D. melanogaster genome. Each sub plot
contains only alignments with a certain number of errors. The x-axis is categorized by the difference between the two mapping quality scores. The number of
reads in each categorie is shown in log10 -scale at the y-axis. Keep in mind that
BWA and best effort have a different cutoff.
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...TCCATGTCCACAG...
Alignment I

ATGT-CACAG...

Alignment II

ATGTCACAG...

Alignment III

A-TGTCACAG...

Alignment IV

AT-GTCACAG...

Figure 4.4.: Different matching alignments for the same read with up to 4 errors. Each green sequence represents one alignment. The reference is the blue
sequence. Positions with an error are marked red. According to the definition of
Holtgrewe et al. all the alignments I and II are in the same equivalence class.
BWA interprets I and II as two non equivalent alignments, but is able to recognize III and IV as equivalent alignments to I.

Results. First we calculate the correlation between the best effort mapping
quality score and the precalulated mapping quality scores for different k-mer length.
Figure 4.5 shows these correlations for the different genomes.
The results show, that for all genomes KMS predicts the mapping quality score with
the highest and PMSa with the lowest correlation. The influence on the correlation
of the k-mers length is different per genome. For the D. melanogaster genome the
length of the k-mers length shows only a small influence. With a k-mer length of 100
and KMS based mapping quality scores the correlation coefficient is 0.988. With
a k-mer length of 30 the correlation coefficient is still 0.968. The influence of the
k-mer length on the human genome is bigger. For the same data the correlation
coefficient is located between 0.931 and 0.633 for the different k-mer lengths. A
bigger influence on the correlation coefficient of k-mer lengths indicates genomes
where the read length is more important to prevent reads which can be matched to
multiple locations.
Similar to section 4.4 we also calculate the fraction of alignments with an overestimated or underestimated mapping quality score. Figure 4.7 shows the fraction of
over- and underestimated mapping quality scores and the sum of both for different
k-mer lengths.
We can see in figure 4.7, that in general the sum of wrongly predicted mapping
quality scores decreases with the length of the k-mers. KMS predicts less wrong
mapping quality scores then both PMS based mapping quality scores. This results
are consistent with the correlations shown in figure 4.5. For all KMS and PMS based
scores the number of underestimated mapping quality scores lowers as the k-mers
get longer. The fraction of alignments with an overestimated score gets higher if the
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k-mer length is longer. These results are more distinct for the PMS based values
than for the KMS based values.
Figure 4.8, 4.10, and 4.9 show barplots with the number of alignments and their actual difference between the three different precalculated mapping quality scores
and best effort mapping quality scores. These figures are based on the D.
melanogaster genome.
Figure 4.8 visualizes the difference between KMS@k100 and precalculated mapping quality scores. Most of the alignments with an underestimated mapping quality
score have a difference between the two mapping quality scores of below 10. The
alignments with an overestimated mapping quality score are distributed evenly between a difference of −5 to −15. The predictive power does not worsen for alignments with more errors. For D. melanogaster genome 95, 1% of all underestimated
alignments are underestimated within a difference of up to 10. For all overestimated
alignments 12% of the alignments have a difference between the two mapping quality scores of 10 or lower. For the human genome 94, 2% of the underestimated and
36, 6% of the overestimated alignments are within these range. For the C. elegans
genome 94, 7% of the underestimated and 18, 7% of the overestimated alignments
are within these range.
The behavior of PMSa@k100 is shown in figure 4.9. The figure 4.9 shows a high
number of alignments with an underestimated mapping quality score. The number
of the underestimated alignments is distributed nearly even between a difference of
1 and 40. The number of alignments with an overestimated mapping quality score
is smaller. The number of overestimated alignments decreases with the difference
between the two mapping quality scores.
As shown in figure 4.10 the distribution of PMS0@k100 is mirror-imaged to
PMSa@k100. The number of the overestimated alignments is distributed nearly
even between a difference of 1 to 40. The number of alignments with an underestimated mapping quality score decreases with the difference between the two mapping
quality scores. For PMSa and PMS0 the predictive power remains equal for alignments with more errors.

Interpretation. It is not surprising that KMS has the best predictive power for
mapping quality scores. KMS is calculated similar to the actual definition of mapping quality scores, only ignoring the errors and base call qualities of the alignment.
The calculation of the PMS values differs more to the definition of the mapping
quality scores. Because PMS are calculated by averaging over the mapping quality
scores of the corresponding alignments.
The number of alignments with an underestimated mapping quality score lowers as
the k-mers get longer. When all k-mers in a read have a lower mapping quality score
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than the read the mapping quality score is underestimated. The mapping quality
score of an alignment lowers if a k-mer has more matches then the corresponding
read. A k-mer can be aligned more often to the genome if its length decreases.
Therefore if short k-mers (in comparison to the read size) are used the precalculated mapping quality score underestimates the mapping quality score more often.
The fraction of alignments with a overestimated score gets higher if the k-mer length
is longer. This is especially distinct for PMS based mapping quality scores. A reason
for overestimated mapping quality scores for both KMS and PMS are the high base
call qualities of our k-mers. These high base call qualities lowers the probability
P (r|g, u) especially for subsequent alignments, if the subsequent alignments contain
more errors than the best alignment. The lower the probability P (r|g, u) for subsequent alignments, the higher the probability P (u|r, g) for the best alignment gets. If
the probability P (u|r, g) is too high it will lead to an overestimation of the mapping
quality score.
The PMS based values tend to overestimate more alignments than the KMS based
values. Given our approach introduced in section 3.3, PMS values are influenced by
bases that are not covered by the actual alignment. Our approach always chooses the
maximal possible PMS value. Thus, an overestimated mapping quality score may be
chosen which is based on bases that are not covered by the alignment. If a maximal
PMS or KMS value from outside the alignment is chosen the mapping quality score
is likely to be overestimated. For example in figure 2.4 a alignment which starts
at position 1030 has a low mapping quality score but a high PMS score. This is
because the PMS values behave similar to the GMS and do not decrease drastically
while the mapping quality score does.
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Figure 4.5.: Pearson’s r correlation coefficient between the precalulated mapping
quality scores for best-mapper results and best effort mapping quality scores.
Each column represents one different genome. The x-axis shows the length of
the k-mers which are used to calculate KMS and PMS. The different KMS and
PMS calculations are indicated by the color. The y-axis shows the correlation
rho.
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All-mapper results
choose best read by
Edit distance
if not unique, use
Precalculated mapping quality

Mapping quality

if not unique, use
Coin flip

Best-mapper results
Figure 4.6.: The different approaches to generate best-mapper results given
all-mapper results. For non-ambiguous reads there is no difference between bestmapper and all-mapper results. If the read is ambiguous different strategies to
pick the best alignment can be used.
The approach implemented by RazerS3 is to pick the alignment with the fewest
numbers of errors and use a coin flip if there is more than one alignment with
the same number of errors. This approach is shown on the left path of the figure.
Our approach for the precalculated mapping quality scores is to decide by
the mapping quality score if the edit distance is the same. This approach is
shown on the middle path of the figure.
The best effort mapping quality score only decides which alignment to
choose by the mapping quality score. This approach is shown on the right
path of the figure.
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Figure 4.7.: The fraction of over- and underestimated mapping quality scores
compared to the best effort mapping quality score for different genomes. The
third collumn is the sum of over and undererstimated mapping quality scores.
These are the results for best-mapper outputs. The x-axis shows the length
of the k-mers which are used to calculate KMS and PMS. The y-axis shows
the fraction of wrongly predicted mapping quality scores of all alignments in
percent.
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Figure 4.8.: The difference between mapping quality scores predicted by
KMS@k100 and best effort mapping quality scores for the D. melanogaster
genome. Each sub-barplot contains only alignments with a certain number of
errors. The x-axis is categorized by the difference between the predicted and
best effort mapping quality score. The number of reads in each category is
shown in log10 -scale on the y-axis.
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Figure 4.9.: The difference between mapping quality scores predicted by
PMSa@k100 and best effort mapping quality scores for the D. melanogaster
genome. Each sub-barplot contains only alignments with a certain number of
errors. The x-axis is categorized by the difference between the predicted and
best effort mapping quality score. The number of reads in each category is
shown in log10 -scale on the y-axis.
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Figure 4.10.: The difference between mapping quality scores predicted by
PMS0@k100 and best effort mapping quality scores for the D. melanogaster
genome. Each sub-barplot contains only alignments with a certain number of
errors. The x-axis is categorized by the difference between the predicted and
best effort mapping quality score. The number of reads in each category is
shown in log10 -scale on the y-axis.
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4.5.1. Precalculated Mapping Quality Scores for All-mapper
Our precalulated mapping quality scores are not developed to annotate allmapper results with mapping quality scores. But in principle the annotation of
all-mapper results is possible. In this section we examine how good the predictive power of precalculated mapping quality scores for all-mapper results are
compared to the best effort mapping quality scores.
Experiment. We implement the same pipeline as in section 4.5, but instead of
best-mapper results we use all-mapper results directly. These all-mapper results are
annotated with the precalculated mapping quality scores. The annotated results
are compared with the best effort mapping quality score. In total 25,293,003
alignments for the D. melanogaster genome, 10,348,164 alignments for the human
genome, and 29,782,926 alignments for the C. elegans genome are considered.
Results. The correlation between the predicted mapping quality scores and the
best effort mapping quality score is shown in figure 4.11. The correlation between
the precalculated and the best effort mapping quality score for all-mapper
results is lower than the correlation for the best-mapper results. For example the
correlations between the precalculated mapping quality scores and the best effort mapping quality score varies between 0.75 and 0.81 for the human genome
and k-mer length 100. For the C. elegans genome and KMS@k100 the correlation
coefficient is relatively low with 0.66. Figure 4.13 shows, that the low correlation coefficient is caused by an increase of overestimated mapping quality scores. Compared
to the best-mapper results the number of overestimated mapping quality scores rises
by more than an order of magnitude. For the C. elegans genome up to 55% of the
alignments have an overestimated mapping quality score. The fraction of underestimated mapping quality scores shows no difference to the best-mapper results.
For the differences between KMS and PMS no clear structure is found. For the
human genome KMS predicts better mapping quality scores then PMS0 and PMSa.
For C. elegans and D. melanogaster PMSa predicts the smallest number of wrong
mapping quality scores.
Interpretation. We have seen that our precalculated approach overestimates
the mapping quality score for many alignments. This overestimation occurs because
our approach does not consider the number of errors in a specific alignment. Ignoring
the number of errors in an alignment may lead to wrong predicted mapping quality
scores for subsequent alignments with more errors then the best alignment. For
example we assume a a read is given which can be aligned to the genome at two
positions: At one of these positions the read aligns with 10 errors and at the other
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with 0 errors. With our precalculated mapping quality scores the alignment of
this read with 10 errors can get a higher mapping quality score then a alignment
with 0 errors. This wrong prediction is caused if the alignment with 10 errors is
aligned to a region with high KMS or PMS values and the alignment with 0 errors
is aligned to a region with low KMS or PMS values.
Set-to-zero and Experiment II. To eliminate the issue of high mapping quality scores for subsequent alignments we develop a strategy called set-to-zero.
Set-to-zero sets the mapping quality of all subsequent alignments to zero if the
alignments have more errors than the best alignment. This strategy mimics the behavior of mapping quality scores for subsequent alignments. We add set-to-zero
to our experimental pipeline and repeat the experiment.
Results II. By the integration of set-to-zero the correlation between the precalculated and the best effort mapping quality score increases, while the number of wrongly predicted mapping quality scores decreases. These effects can be seen
in figure 4.12 and figure 4.14. The fraction of wrong predicted mapping quality scores
decreases from the range of 7% to 35% for KMS@k100 to the range of 0.5% to 2.5%.
This decrease is caused by the lowered fraction of overestimated alignments. The
fraction of underestimated alignments does not change at all.
As in the best-mapper results, KMS predicts the mapping quality score with the
lowest number of wrong predicted mapping quality scores. The fraction of wrongly
predicted mapping quality scores is lower for all-mapper results and set-to-zero
than it is for best-mapper results. The fraction of wrongly predicted alignments is
lower, because subsequent alignments are considered. The mapping quality score of
subsequent alignments is nearly always have zero, therefore their mapping quality
score is easy to predict.
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Figure 4.11.: Pearson’s r correlation coefficient for the precalculated mapping quality scores for all-mapper and best effort mapping quality scores.
Each column represents one different genome. The x-axis shows the length of
the k-mers which are used to calculate KMS and PMS. The different KMS and
PMS calculations are indicated by the color. The y-axis shows the correlation
coefficient. The scale is different to the scales used in figure 4.12.

Figure 4.12.: Pearson’s r correlation coefficient for the precalculated setto-zero mapping quality scores for all-mapper and best effort mapping
quality scores. Each column represents one different genome. The x-axis shows
the length of the k-mers which are used to calculate KMS and PMS. The different KMS and PMS calculations are indicated by the color. The scale of the
y-axis shows the correlation coefficient. The scale is different to the scales used
in figure 4.11.
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Figure 4.13.: The fraction of over- and underestimated precalculated mapping quality scores for all-mapper results compared to the best effort mapping quality scores. The third row is the sum of over- and undererstimated
mapping quality scores. Each column represents a different genome. The x-axis
shows the length of the k-mers which are used to calculate KMS and PMS. The
y-axis shows the fraction of wrong predicted mapping quality scores of all alignments in percent. The scale of the y-axis is different to the scale used in figure
4.14.
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Figure 4.14.: The fraction of over- and underestimated precalculated setto-zero mapping quality scores for all-mapper results compared to the best
effort mapping quality scores. for different genomes. The third row is the sum
of over and undererstimated mapping quality scores. Each column represents
a different genome. The x-axis shows the length of the k-mers which are used
to calculate KMS and PMS. The y-axis shows the fraction of wrong predicted
mapping quality scores of all alignments in percent. The scale of the y-axis is
different to the scale used in figure 4.13.
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4.6. SNP Calling
In this section we compare the SNP calling results for different read mapping results.
By comparing the results we compare the predictive power of our precalculated
mapping quality scores with those scores calculated by BWA and with the best
effort mapping quality score for SNP calling.
Introduction. The detection of single nucleotide polymorphisms (SNP) in the
examined genomes is a goal in many NGS experiments. The process of detecting
SNP is named SNP calling. To call SNP reads are usually aligned to a reference
genome. With these alignments a consensus sequence for the examined genome
is build. The consensus sequence of the examined genome is compared with the
reference genome and differences in the bases are called. Depending on the SNP
calling tool, SNP are called when enough reads supporting the polymorphism are
found or the mapping quality score of the reads is high enough. Mapping quality
scores influence SNP calling [24], the strength of the influence of mapping quality
scores is disputed.

Experiment preparation. We use Mason2 to simulate SNP on the D.
melanogaster genome. We configure Mason2 to simulate a polymorphism rate of
0.004% evenly distributed over the genome. With this polymorphism rate Mason2
simulates 4841 polymorphisms. The simulated polymorphisms are included in the
genome. The modified genome is the genome we want to examine. After the simulation of the SNP we generate reads based on the modified genome by Mason2.
Based on the modified genome 50 million of 100 base-pair long Illumina like reads
are simulated (I100+ data set). These reads generate a 35.85 fold coverage on the
genome.
The unmodified D. melanogaster genome is used as the reference genome. We align
the I100+ dataset to the reference genome. For the mapping we use RazerS3 in allmapper mode and BWA. To examine the predictive power of different read mapping
results and mapping quality scores we modify the results of RazerS3. The results
of RazerS3 are modified and annotated with mapping quality scores from different
sources: We use RazerS3 results directly as an all-mapper. We annotate the results
with the best effort mapping quality score and precalculated mapping quality
scores. We generate best-mapping results based on coin flip and different mapping
quality scores (as shown in figure 4.6). The different modifications and annotations
are introduced in table 4.3. We delete all alignments with more than 5 errors, in
both RazerS3 based and BWA result files.
Additionally to the all-mapper results we configure RazerS3 to generate unique align-
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Name
BWA
R3-all
R3-best
R3-unique
BE-mapqAll
BE-mapqBest
KMSn(-all/best)
PMSan(-all/best)
PMS0n(-all/best)

Read mapper
BWA
RazerS3
RazerS3
RazerS3
RazerS3
RazerS3
RazerS3
RazerS3
RazerS3

Result mode
best
all
best
unique
all
best
all/best
all/best
all/best

Mapping quality by
BWA
none
none
none
best effort
best effort
KMS@kn
PMSa@kn
PMS0@kn

Table 4.3.: The table shows the different generated read mapper results. We
use the name column to refer to the corresponding read mapper results. If the
mapping quality score is “none”, the default value of 255 is used.
ment results. Unique in this context means that only unambiguous reads in terms of
edit distance are outputted. Unambiguous reads are reads which can only be aligned
once with the lowest edit distance. If the best alignment is ambiguous all alignments
of that read are purged. This approach is the most conservative approach.
Experiment. We use the SAMtools mpileup pipeline for SNP calling. SAMtools is
developed by Li et al. [22]. SAMtools is a toolkit providing programs to manipulate
alignments in the SAM format. SAMtools comprise a tool that can be used to call
SNP. The SNP calling function of SAMtools mpileup is executed with the default
parameters. SAMtools requires the genome and a mapped set of reads as the input.
We vary the read mapping results to check the influence on the found SNP. A more
extensive introduction to SAMtools is given in the appendix.
Results. We compare the ground truth generated by Mason 2 with the called
SNP by each data set. We count the numbers of TP, FP, TN directly. The FN are
the number of bases in the genome minus the number of simulated polymorphisms
plus the number of FP. We calculate the sensitivity, specificity and precision for
the SNP called by SAMtools for each read mapping results. In our case precision
is a better indicator for the quality of the results then specificity. Precision is a
better indication due to the high number of TN. Because of high number of TN the
specificity is 100 % for nearly all results.
The results of SNP calling are shown in table 4.4. For all but one read mapping
results comparable and good results are generated, with the only exception of R3all. Sensitivity and precision are higher than 90% for all results besides R3-all. An
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increase in the number of TP often simultaneously increases the number of FP, thus
TP and FP are related. The same relationship applies for sensitivity and precision.
The number of TP varies between 4,507 and 4,638. The number of FP is below 70
for all results besides R3-all. SAMtools with the R3-all read mapping result has
13,363 FP SNP calls. The high number of FP implies that the R3-all results are
not useful for SNP calling. The fact that R3-all is not useful for SNP calling is
supported by the low precision of only 25, 49%.
For precalculated and best effort mapping quality scores, the SNP calling
results do not vary much between all-mapper and best-mapper results in terms of
sensitivity and precision. The mapping quality scores based on KMS@k100 generate
the most similar SNP calling results compared to the corresponding best effort
mapping quality scores.
The results for precalculated mapping quality scores for specific k-mer lengths
are shown in figure 4.15. The figure 4.15 shows, that for SNP calling based on
the precalculated mapping quality scores the relation between sensitivity and
precision is very distinct. A higher precision is always accompanied with a lower
sensitivity and vice versa.
All annotated mapping quality scores improve the precision for the R3-all and R3best based SNP calling results. R3-all and R3-best without annotated mapping
quality scores have better results in sensitivity. Contradicting our expectations with
R3-unique the best SNP calling results are generated. None of annotated mapping
quality scores improves the SNP calling results compared to the results based on
R3-unique. The R3-unique based results even surpass the BWA based results in
sensitivity, specificity and precision.

Interpretation. Mapping quality scores have a huge impact on the results of R3all to prevent FP. The high number of FP in R3-all is caused by the fact, that all
alignments without mapping quality scores are considered as very reliable. It is
unintuitive that R3-all calls less TP then R3-best. This behavior is caused by the
default configuration of SAMtools. For SNP calling with the default configuration
only the first 100 alignments covering a base are considered, discarding many of the
R3-all alignments.
Besides R3-all we only find minor positive impact of mapping quality scores on the
SNP calling results. Mapping quality scores increase the precision, but they decrease
the sensitivity. The mapping results of R3-unique and R3-best without any mapping
quality scores generate the best overall results. R3-best finds the highest number
of TP and has the highest sensitivity. R3-unique has no FP and therefore the best
results in specificity and precision. With R3-unique FP only can be called if a read
is aligned to an erroneous position uniquely. This event is unlikely because it require
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an alignment at an erroneous positions with an lower edit distance than all other
alignments, including the alignment at the original position.
The results based on the precalculated mapping quality score data sets show that
a underestimation of the mapping quality scores usually leads to a lower number of
FP while missing out TP. For example, PMSa30-all has 21 FP and only 4507 TP hits.
The similarity between the KMS based results and the best effort mapping quality
score support our results from section 4.5. The results based on the BWA results
are slightly better than all of our annotated mapping quality score approaches, but
worse than R3-unique.
For the evaluation of our results we need to keep in mind that the SNP calling is
done by SAMtools. SAMtools is developed by the same team as BWA. Because both
tools are developed by the same team, we would expect that SAMtools is optimized
to work with BWA and mapping quality scores. Even with SAMtools optimized to
work with mapping quality scores, R3-unique generates better results than BWA.
These results may indicate that discarding multireads, as in R3-unique, may be
superior to the use of mapping quality scores for SNP calling.
As a final remark we point out, that the different results in the RazerS3 group can
not be caused by different alignments. All read mapper results in the RazerS3 group
are generated from the same all-mapper result and share the same alignments. The
difference between the BWA and RazerS3 may be caused by different alignments.
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Name
BWA
R3-all
R3-best
R3-unique
BE-mapqAll
BE-mapqBest
KMSn-best
PMSan-best
PMS0n-best
KMSn-all
PMSan-all
PMS0n-all
Name
BWA
R3-all
R3-best
R3-unique
BE-mapqAll
BE-mapqBest
KMSn-best
PMSan-best
PMS0n-best
KMSn-all
PMSan-all
PMS0n-all

# TP
4588
4572
4638
4597
4526
4533
4524-4533
4518-4526
4533-4534
4524
4507 -4519
4524-4527

Sensitivity
95.09%
94.76%
96.12%
95.27%
93.76%
93.95%
93.95%
93.64-93.95%
93.63-93.8%
93.76%
93.41 -93.66%
93.74 -93.82%

# FP
12
13363
66
0
40
48
41
21-34
21-42
41
21-35
42-46

Specificity
100%
99.98%
100%
100%
100%
100%
100%
100%
100%
100%
100%
100%

# FN
237
253
187
228
301
292
292-301
299-307
291-292
301
309-318
298-302
Precision
99,73%
25,49%
98,60%
100%
99,12%
98,95%
98.95-98.97%
99.25-99.53%
98.89 -99.08%
99,1%
99.23-99.54%
98.99-99.08%

Table 4.4.: The quality measurements for the different generated SNP calling
results based on the different read mapper results. The values are calculated by
comparing the results with the ground truth.
The best results for each column are marked bold. The worst results are marked
italic. Due to rounding errors specificity is 100% for nearly all approaches. For
R3-unique specificity is exactly 100%.
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Figure 4.15.: The sensitivity and percision for SNP calling based on the read
mapping results annotated with precalculated mapping quality scores.
The x-axis shows the k-mer length, the y-axis the sensitivity (bottom row)
or percision (top row) in percent. The columns are divided by all-mapper or
best-mapper results.
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This last chapter in the thesis is divided into two parts. In the first part we recapitulate the goals of this thesis and summarize the results. In the second part
we introduce the limitations of our approach and describe the implications of our
results.

5.1. Summary
In section 1.3 we have defined our objectives for this thesis. The first goal was to find
a possibility to annotate best-mapper results with mapping quality scores without
any information about subsequent alignments. The second goal was to examine the
influence of mapping quality scores on SNP calling.
Objective I. We developed three different strategies to predict mapping quality
scores for best-mappers. All three strategies are based on the structure of genome
alone and do not use any information about the reads.
We show that one of this strategies, KMS@kn, is able to predict mapping quality
scores with only minor differences to the best effort mapping quality score. This
strategy works best, if for the k-mer length n the length of the reads is chosen. If
we choose the length of the k-mers accordingly the number of alignments with a
wrongly predicted mapping quality score is below 2.5% for all our three examined
genomes. Of those alignments only a minority has a bigger difference between the
precalculated mapping quality score and the best effort mapping quality score
then 10.
These results confirm the assumption that the actual base call qualities of the read
and the number of errors have only minor influence on the mapping quality score
for the best alignment. Our similar experiments for all-mapper results indicate that
the assumption is true even for all-mapper results. With these results we are able
to annotate read mapper results with mapping quality scores without the use of
subsequent alignments.
Objective II. We generated and identified SNP based on different read mapping
results. The different read results are generated by two read mappers, RazerS3 and
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BWA, which are annotated with different calculated mapping quality scores.
Our results indicate that mapping quality scores are not always helpful in terms of
SNP calling. Mapping quality scores help to increase the precision at the cost of
lower sensitivity. The strategy which discards all ambiguous reads performs best in
sensitivity, specificity, and precision.

5.2. Limitations
Some specific fields and ideas are not covered by this work. In this section we
introduce the limitations of this work and give possible solutions for them.
Faster implementation. Contradicting to the general approach of SeqAn not all
of our implementations are optimized for high performance and extensibility yet [7].
Our implementation is supposed to work as a feasibility study. This means that
optimizations in terms of performance and extensibility still needs to be done. Nevertheless our implementation has a in practice usable performance. The performance
of all our implementations scales linear with the size of the genome or number of
reads.
The most computationally complex and time consuming part is the aligning of the
k-mers to the genome. The aligning of the k-mers is part of the preprocessing and
needs to be done only once for each genome and read type.
Paired-end reads. In this thesis we only consider single-end reads. We do not
consider paired-end reads. Paired-end reads can be generated by most of the state
of the art NGS platforms [44]. To generate paired-end reads both ends of a DNA
fragment are sequenced and outputted by the NGS platform. The output of the
NGS platform then consists of two different reads called tandem reads. This tandem
reads have a known average length of base-pairs between their original position. The
average length of the base-pairs between these two reads is called library size.
Our approach gets more complicated if we extent our approach to work with pairedend reads. We propose to use generated tandem k-mers which have the same library
size as the reads. These tandem k-mers are processed similarly to the normal k-mers,
but instead of an exact aligning position a range of possible positions needs to be
considered.
The mapping quality score calculation for these tandem k-mers is also different to
those for normal single-end reads. Because tandem reads are not aligned at their
own, the mapping quality score for both reads is the higher score of the two reads.
The use of paired-end reads has also an influence on SNP calling [23]. Because we
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only use single-end reads, this influence is not covered in our experiments.
Limits in robustness. We only tested our approach on Illumina like reads. Illumina reads have a high base call quality on average [15]. The high base call qualities
ease our approach, since it is based on k-mers with a high base call quality. Especially for reads generated by 454 FLX Titanium our approach may perform worse
then in the experiments. The reads generated by the NGS platform 454 FLX Titanium have worse base call qualities then Illumina reads [11]. If reads generated by
454 FLX Titanium are processed it may be helpful to use k-mers with lower base
call qualities.
Another limitation is that our approach requires a reference genome with a small
distance to the examined genome. It is not always possible to acquire such a reference
genome. A change in the reference genome requires a complete recalculation of the
precalculation step. The recalculation of the precalculation step is computationally
expensive.

5.3. Implications
The results of this thesis raises the question if mapping quality scores are a necessary
or useful addition to read mapper results.
The mapping quality score of an alignment can be predicted by the structure of the
genome. This implies that the influence of the number of errors in the alignment
and the base call qualities in the read on the mapping quality score of an alignment
is negligible. This influence on the mapping quality score is even getting smaller,
because newer NGS platforms guarantee higher average base call qualities. Thus
mapping quality scores do not necessarily fulfill their aim to be a measurement of
alignment quality.
In the second part of our evaluation we found only slight to no positive influence
of mapping quality scores on NGS calling. In our experiment read mapper results
without mapping quality scores generate comparable or even better results then the
same results with annotated mapping quality scores. These results indicate that, at
least in this kind of experiment setup, mapping quality scores may not be a useful
addition to read mapper results.

˜
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[5] Thomas Derrien, Jordi Estellé, Santiago Marco Sola, David G Knowles,
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A. Appendix
In the appendix we introduce formats, programs and approaches which are not
interesting enough to be part of the actual work.
First we introduce the file formats FASTA, FASTQ, SAM and our two used tsv file
formats. Then we introduce the parametrization of the used read mappers and SNP
caller. In the last section we give an overview for the C++98 library SeqAn.

Used File Formats
The file formats are introduced first by giving a description and second by showing
an example file.
FASTA. The FASTA file format is used as a text-based format to represent DNA
sequences and the corresponding names and comments.
A sequence in FATA format begins with a single line description. The single line of
description is followed by an arbitrary number of lines of sequence. The description
line start with an ”>” symbol. All lines of text in a FASTA file should be shorter
than 80 characters in length. One single FASTA file can contain multiple sequences
in FASTA format.
http://blast.ncbi.nlm.nih.gov/blastcgihelp.shtml
>gi|448087995|ref|NC_020214.1
ACTCCCAAACACCCAAACACCCAAACACCCAAACACCCAAACACCCAAACACCCAAACACCCAAACACCC
AAACACCCAAACTTCCAAACACCCAAACACCCAAACACCCAAACACCCAAACACCTTAACACCCAAACAC
CCAAACACCCAAACACCCAACCAAAACACC
>gi|448096713|ref|NC_020216.1
TCACCCAAACACCCAAACACCCAAACACCCAATCACCCAAACTCCCAAACACCCAAACACCCAAACACTT
AAACACCCAAACACCCAAACACCCAAACACCCAAACACCCATACACCCAAACACCCAAACACCCAAACAC
CCAAACACTTAAACACCCAAACACCCGAACACCCAAACACCCAAACACCCAAACACCCAAACACCCAAAC
FASTQ. The FASTQ format is a extension to the FASTA format. The FASTQ
format is developed to store sequences and phred scaled quality values in a single
file.
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The description line starts with an ”@” symbol. The next line contains the sequences. After the sequence a line with the ”+” symbol is inserted, followed by a
line containing the quality values. The quality values are usually interpreted as the
ascii value of the character minus 33. It is recommended to do not use line breaks
in neither the sequence nor the quality string.
http://maq.sourceforge.net/fastq.shtml
@EAS54_6_R1_2_1_413_324
CCCTTCTTGTCTTCAGCGTTTCTCC
+
;;3;;;;;;;;;;;;7;;;;;;;88
@EAS54_6_R1_2_1_540_792
TTGGCAGGCCAAGGCCGATGGATCA
+
;;;;;;;;;;;7;;;;;-;;;3;83
SAM. The Sequence Alignment and Map format is the de-facto standard output
format to save sequence alignments in a tab separated text file.
Lines starting with ”@” are the contain the header of the file. All other lines start
with the read name and represents one alignment. Each line consists of a number of
mandatory tab separated values called fields and a number of optional fields. In our
implementations we only make use of the mandatory fields and the optional field
NM. BAM files are a binary compressed version of SAM files.
For more information about the SAM format check http://samtools.
sourceforge.net/SAMv1.pdf and [22]
@HD VN:1.5 SO:coordinate
@SQ SN:ref LN:45
r001 163 ref 7 30 8M2I4M1D3M = 37 39 TTAGATAAAGGATACTG *
r002 0 ref 9 30 3S6M1P1I4M * 0 0 AAAAGATAAGGATA *
r003 0 ref 9 30 5S6M * 0 0 GCCTAAGCTAA * SA:Z:ref,29,-,6H5M,17,0;
r001 83 ref 37 30 9M = 7 -39 CAGCGGCAT * NM:i:1
tsv for PMS and KMS values. We use a tsv file format to save the PMS and
KMS values. The first line of the file is the header of the file. All other lines indicate
one base in the genome. For each base the chromosome, the position of the base,
the reference base, the KMS value and its corresponding coverage, the PMS0 value
and its corresponding coverage, and the PMSa value and its corresponding coverage
is saved.
ID number base covKMS KMS

XX

covPMS0 PMS0 covPMSa PMSa

chr1
chr1
chr1
...
chr2
chr2
chr2
...

0 C 1 40 1 40 1 40
1 C 1 40 2 40 2 40
2 A 1 40 3 40 3 40
197714 G 1 40 106 37 100 40
197715 T 1 40 107 37 100 40
197716 T 1 40 108 37 100 40

tsv for precalculated mapping quality. The results for the precalculated mapping quality scores for each alignment are saved in a tsv file format. The first line
of the file is the header of the file. All other lines indicate one alignment. The
sort order is the same as in the input SAM file. For each alignment the name of
the chromosome, the name of the read and the starting position of the alignment is
saved.
record.rID record.qName record.beginPos KMS PMS0 PMSa
chr2 short.000000000 455947 40 40 40
chr2 short.000000001 66460 40 40 40
...
chr1 short.000001132 161675 1 2 1
chr2 short.000001132 225419 1 28 10
chr2 short.000001132 263961 1 2 1
...

Configuration of the different read mappers and SNP
calling
For all read mappers $n is the number of allowed errors. (100−n) is the difference
between 100 and $n

RazerS3.
used:

If we configure RazerS3 as an all-mapper the following parameters are

razers3 -rr 100 -i $(100-$n) \
-f aln.sam genome.fasta reads.fastq
If we configure RazerS3 as a best-mapper the following parameters are used:
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razers3 -rr 100 -i $(100-$n) -m 1 \
-f aln.sam genome.fasta reads.fastq
If we configure RazerS3 to output only unique alignments the following parameters
are used:
razers3 -rr 100 -i $(100-$n) --unique \
-f aln.sam genome.fasta reads.fastq
BWA.

We configure BWA using the following parameters:

bwa aln -n $n -f aln.bwa genome reads.fastq
bwa samse -n 1 -f aln.sam genome aln.bwa reads.fastq
SAMtools. SAMtools is a toolkit which provides utilities to manipulate alignments in the SAM format. We use SAMtools to sort and convert our SAM files and
for SNP calling. For SNP calling we use the default values of SAMtools given in the
manual page http://samtools.sourceforge.net.
SAMtools mpileup -uf genome.fasta aln.bam |\
bcftools view -bvcg - > var.raw.bcf
bcftools view var.raw.bcf |\
vcfutils.pl varFilter -D100 > var.flt.vcf

SeqAn
The implemented algorithms in this thesis are implemented with the help of SeqAn
in C++98. SeqAn, which is an acronym for Sequence Analysis is a efficient C++ based
library [7].
SeqAn provides data structures and algorithms used in bioinformatic context. SeqAn implements a generic programming design to guarantees the goals of high performance, generality, extensibility, simplicity, and easy integration with other libraries [7]. Additionally to generic programming the concepts of global function
interfaces, trains and argument sub-classing are used in SeqAn.
Most of the implementation in this thesis are based on the manipulation, search
and comparison between two strings. For this purpose we use the implementation
of the data structure String in SeqAn. For the input and output operations the
RecordReader class of SeqAn is used.
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In this thesis we use the programs RazerS3, Mason, Mason2 which are implemented
with the help of SeqAn. These programs are examples of implemented algorithms
in SeqAn.
For more information about SeqAn check http://www.seqan.de, http://trac.
seqan.de/wiki/Tutorial, and [7].
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